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Figure 1  illustrates how we split the data to train, validate and test our model. The whole 

dataset was split into a training set (Train), a validation set (Val) and a test set (Test). The 

training set is used to calibrate the weights of the neural network to minimize the error in 

regard of the ground truth value which is called loss shown by the y axis on the left side plot. A 

key challenger when training data driven models is to overcome overfitting. A model is 

overfitted on a specific dataset when it only performs well on the data it was trained on but 

fails to reliably inference on data outside of the training set – assuming that the data is 

sufficiently a like. Therefore, we introduce a validation set which is a “mini test set”. During the 

training process, we check the actual performance after each epoch on the validation set 

without adjusting the parameters of the neural network according to the outcome of the 

inference (which is done with the training set).  This leads to the orange loss curve as shown in 

figure 1 (A). To overcome overfitting, we stop the training process when the validation loss has 

reached a minimum i.e before it starts increasing again. An increase in validation loss may 

indicating overfitting since it shows worse performance on a dataset on which the model was 

not trained on. This process is known as early stopping and is a widely used regularization 

technique when training neural networks.25 Since we use the validation set to decide when to 

stop training, we need a third split of the dataset to actually benchmark the eventual calibrated 

model, which is the test set. This split is used to generate the precision-recall curve in our case 

which is shown in Figure 1 (B).  

 

 
Figure 1: Illustration of dataset split for training and testing. (A) shows the loss curve on the training and validation set 
during the training process of a general model. The vertical dashed line indicates the minimum of the validation loss 
curve which is where the training is stopped. (B) shows the precision-recall curve of the neural network which 
benchmarks the actual performance. 
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