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VERSION 1 - REVIEW 

REVIEWER Sarah Damery 
University of Birmingham, United Kingdom 

REVIEW RETURNED 24-Nov-2015 

 

GENERAL COMMENTS This is an interesting paper that addresses an important aspect of 
the growing emphasis on integrated care within the NHS. The 
authors report an evaluation of work undertaken within one CCG 
area to assess the effectiveness of a multidisciplinary team case 
management intervention. The evaluation appears to be robustly 
designed and thoroughly conducted, and the issue of potential bias 
is dealt with well. Careful matching of intervention and control 
patients was undertaken, and the analysis was comprehensive. The 
consideration of spillover effects was also a useful addition to the 
design and analytical plan.  
 
I would suggest that the authors make some changes to make the 
manuscript more attractive to the readers of BMJ Open (comments 
are numbered below):  
 
1. My main issue with this manuscript was its excessive length. In 
total, the draft runs to 71 pages, and even without considering 
appendices the main text to the point of the conclusion ran to 40 
pages. For an academic paper this is far too long and the 
manuscript would benefit from being rigorously looked at to 
ascertain where non-essential parts of the text (and tables) can be 
removed completely, moved into appendices or explained more 
concisely. For example, the introduction on its own is 4 pages long. 
The same information, without compromising on detail or coverage 
of the important issues, could probably have been put across in half 
of the space. The same goes for the methods section which is very 
long and contains some extraneous detail that could easily be made 
more concise. It appears that the authors have simply submitted the 
report of their evaluation rather than going through the interim stage 
of turning the report into a concise academic paper which is really 
what is required for publication purposes. The overall manuscript 
length and overly-detailed content of some sections combined to 
make this paper really quite a tough read which is a shame because 
the authors are reporting some interesting and useful findings of 
great relevance to health service design and delivery.  
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2. Following from point 1, the wording could do with being tightened 
up in a number of cases. There are some long and complex 
sentences (e.g. page 5, lines 42-56) that continue for so long that 
the reader loses track of the meaning of what is being said. I would 
recommend going back through the manuscript thoroughly and 
tightening up the wording where possible to ensure the text is 
'snappy'.  
 
3. Acronyms don't need to be restated multiple times - just stick to 
stating the full meaning the first time then revert to the acronym 
afterwards (the acronym PICT was stated in full numerous times, as 
an example of this).  
 
4. Page 7 (lines 56-58) please explain what is meant by 'high 
strength' vs. 'low strength' primary care.  
 
5. Page 11 (lines 18-23) on which criteria were PICT patients 
compared to establish whether the parallel trends assumption had 
been met? Where these these same factors as outlined in lines 30-
40?  
 
6. There isn't always a good balance between information chosen to 
be in appendices and information retained in the main body of the 
text. The data analysis section in particular is very complex and such 
detail is probably of limited interest to the average reader. This level 
of detail should really be in the appendices, with a more summary 
description in the main text to capture the essence of what was 
done, and giving the reader the option to delve into this in more 
detail via the appendices if they wish.  
 
7. Table 2: There is a footnote that has an asterisk denoting 
significance at p<0.05, but none of the data fields in the table have 
this asterisk, so the asterisk is not needed in the footnote to the table 
if the nomenclature it describes is not present.  
 
8. Table 3: What is the scale for secondary costs? Are these simply 
pounds sterling? Saying 23 could mean £23 pounds, or it could be a 
higher multiple (e.g. £23,000), so this needs to be clarified.  
 
9. Some of the discussion seems to go beyond the implications of 
the results. For example, page 32 (final paragraph - lines 46-58). 
Team climate was not measured or assessed in any way in the 
study, so to mention it in this context is purely speculative. I would 
suggest removal of this paragraph.  

 

REVIEWER Carol Propper 
Imperial College London  
UK 

REVIEW RETURNED 24-Nov-2015 

 

GENERAL COMMENTS Referees report on effectiveness of multidisciplinary team case 
management: a difference in differences analysis by  
 
Summary 
The paper examines the use of multidisciplinary tram case 
management (MDT) of high risk patients in practices in the the 
Manchester CCG. The outcome measures a primarily based on 
patient use of secondary care. The analysis is (two) difference in 
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difference analysis (DD), the first comparing patients who were 
subject to the intervention to ‘similar’ patients who were not and the 
second, practices that were subject to the intervention to those that 
were not. The study finds very little effect at either matched patient 
level or at practice level. 
 
General comments 
The paper makes a reasonable case that RCTs may not be 
appropriate for this kind of intervention. Some kind of statistical 
analysis that allows establishment of causality is needed. I concur 
with the authors that A DD analysis seems suitable for the 
intervention being analysed. I like the reference to previous work 
and the comparison of the intervention with other interventions. The 
potential value added of the study is explained carefully (though note 
some of my comments about outcomes in RCTs vs outcomes used 
here below). 
 
However, there are weaknesses in the paper. The main one is that I 
found the description of the DD analyses somewhat confusing and 
without better clarification I find several aspects of the paper 
somewhat weak/potentially open to criticism. In addition, some of the 
tests of design are carried out as robustness tests whereas they are 
actually tests of the design and therefore need to be discussed 
earlier, since if these tests fail, then the design fails. These issues – 
and other comments on the design and tests – are now outlined. 
 
Specific comments 

1. As I understand it there are in fact two rather different 
analyses with different samples in the paper. The first is a 
patient level analysis, where patients that were subject to 
MDT treatment are matched, on observables, to patients 
who are not treated. But I could not work out from the paper 
whether the control group are from the same practices or 
whether they are from other practices that had MDTs at a 
later wave. If the former, then they don’t seem appropriate 
controls at all as these patients will all be lower risk than the 
small proportion of patients who are subject to MDT 
treatment. If the latter, then I’d like to know how the 
practices from which they are selected were chosen. In 
addition, the authors compare the patients in the treatment 
and control post matching and show they are similar. They 
SHOULD be if the matching has been successful: what I’d 
like to see is an additional comparison – the differences pre-
matching.  

2. The sample for the practice level analysis is not clearly 
outlined. I think it may be wave 1 MDTs compared to all 
others. But as the authors note, this is likely to be a selected 
sample. And while it may not be selected on the patient 
observables for which the authors compare, it may be 
selected on other observables (practice size) or, more 
importantly, other unobservables. The authors do recognise 
this in the discussion of findings. However, I’d like to know 
more about the timing of the intervention and who precisely 
is the treatment and the control.  

3. The common trend tests are not robustness checks. These 
are part of showing that the design is as good as random, 
and therefore should be done prior to the analyses. 

4. The standard errors in the individual analyses are clustered 
at the patient level. But if the intervention affected all 
patients – as the author suggest when they argue for their 
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design relative to a narrower RCT - they should also be 
clustered at the practice level, since that’s the level of the 
intervention. Since this will probably increase the standard 
errors it will make the small effects disappear, but that’s not 
an issue since the authors are not claiming to find any 
effect. 

5. The spill-over effect they argue for seems a little weak when 
you learn ¾ way though the paper that the treated are only a 
small part of the practice population. In this case the 
strength of the practice level design seems weaker. But on 
the other hand, if there is a practice level spillover effect the 
DDD analysis that is used could be contaminated by this as 
there will be a general practice effect for high and other 
lower risk patients in the treated practices. The DDD is not 
very well explained – this needs clarifying 

6. The choice of outcome measures. The authors make their 
case for the DD design partly on the strength of their 
outcome measures, relative to an RCT. So I expected that 
the outcome measures would be ones that take place in a 
community setting and would reflect treatment ‘in the round’. 
So I was somewhat surprised to see the list chosen, as 
almost all of these are hospital measures and are examined 
individually, rather than aggregated for one individual into a 
measure of ‘treatment in the round’. The reason for the 
choice becomes a little clearer at the end of the paper, when 
it is stated that the policy was intended – in part presumably 
– to change hospital admission patterns. The authors should 
say this earlier in the paper 

7. But then the whole exercise becomes a bit odd – a policy 
aimed at 2% of a practice population (albeit a group that 
probably account for 10% of the costs if not more) which is 
expected to affect hospital outcomes significantly at a time 
when other changes are happening in these hospitals which 
will affect all practices in the area. This contamination is 
never discussed, but needs to be. Further this small policy it 
is expected to spillover onto the rest of practice population. 
Is this really credible? 

8. These issues then raises an issue of the selection of 
controls. Surely the controls should be from practices 
outside the Manchester CCG, since all Manchester CCG 
practices will be affected by changes happening in local 
hospitals.  This would also make the practice level analyses 
cleaner because the first wave practices would not then be 
unobservably different to the later waves within CCG.  Why 
was this choice not made? It would have made a stronger 
design. 

 
In sum, I think these various design issues need addressing more 
thoroughly than in the current paper and the paper needs to reflect 
these issues more. It may be less a case that their analysis has 
shown something robust and more that they are looking for it in the 
wrong (hospital level) set of outcomes with the wrong control data. 
The wrong outcomes are part of the policy, so it is legitimate to look 
at them, but it is not legitimate to claim that looking at them 
represents an improvement on a narrow RCT set of outcomes: it is 
simply an evaluation of the policy goals. And I’d like to be told why 
the controls are the appropriate ones more clearly than the paper 
does at present.  
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VERSION 1 – AUTHOR RESPONSE 

Reviewer 1 comments  

 

Reviewer Name  

Sarah Damery  

 

Institution and Country  

University of Birmingham, United Kingdom  

 

Please state any competing interests or state ‘None declared’:  

None declared  

 

Please leave your comments for the authors below  

This is an interesting paper that addresses an important aspect of the growing emphasis on 

integrated care within the NHS. The authors report an evaluation of work undertaken within one CCG 

area to assess the effectiveness of a multidisciplinary team case management intervention. The 

evaluation appears to be robustly designed and thoroughly conducted, and the issue of potential bias 

is dealt with well. Careful matching of intervention and control patients was undertaken, and the 

analysis was comprehensive. The consideration of spillover effects was also a useful addition to the 

design and analytical plan.  

 

We really appreciate your comments, and agree with your recommendations relating to reduction of 

length, and clarification of specific areas, to better present the analysis conducted.  

 

We respond to each of your specific points in turn, below.  

 

I would suggest that the authors make some changes to make the manuscript more attractive to the 

readers of BMJ Open (comments are numbered below):  

 

1. My main issue with this manuscript was its excessive length. In total, the draft runs to 71 pages, 

and even without considering appendices the main text to the point of the conclusion ran to 40 pages. 

For an academic paper this is far too long and the manuscript would benefit from being rigorously 

looked at to ascertain where non-essential parts of the text (and tables) can be removed completely, 

moved into appendices or explained more concisely. For example, the introduction on its own is 4 

pages long. The same information, without compromising on detail or coverage of the important 

issues, could probably have been put across in half of the space. The same goes for the methods 

section which is very long and contains some extraneous detail that could easily be made more 

concise. It appears that the authors have simply submitted the report of their evaluation rather than 

going through the interim stage of turning the report into a concise academic paper which is really 

what is required for publication purposes. The overall manuscript length and overly-detailed content of 

some sections combined to make this paper really quite a tough read which is a shame because the 

authors are reporting some interesting and useful findings of great relevance to health service design 

and delivery.  

 

This is a very good point. It also agrees with the methodological clarifications requested by the 

second reviewer. In hindsight, we feel we tried to convey the analysis in too much detail, and left any 

reader who was not involved in the project directly with a task of understanding the key points.  

 

In the new manuscript we have significantly reduced the length of the main manuscript, as you 

recommend, and have moved some of the more detailed explanatory notes to the appendices for 

ease of reading, and conveying the key information.  
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Actions:  

• Length of main text reduced from 40 to 31 pages  

• Introduction reduced from 4 to 2.5 pages  

• Detailed methods moved to Appendix (reduced from 9.5 to 5.5 pages)  

 

2. Following from point 1, the wording could do with being tightened up in a number of cases. There 

are some long and complex sentences (e.g. page 5, lines 42-56) that continue for so long that the 

reader loses track of the meaning of what is being said. I would recommend going back through the 

manuscript thoroughly and tightening up the wording where possible to ensure the text is 'snappy'.  

 

Again, this is good advice, and we have attempted to produce a much more readable text in the new 

manuscript.  

 

Actions:  

• Reduced length of complex sentences throughout:  

E.g. “We identified a number of gaps in the current literature. For instance, there is a  

complementary role for rigorous quasi-experiments in routine settings to better  

balance internal and external validity to the current heavy-reliance (78% of  

included studies)7 on randomised controlled trials (RCTs) to evaluate this  

complex intervention - the ability of outcomes of this extremely controlled study  

type to reflect the real-world implementation of an intervention has been  

questioned, particularly for studies of complex interventions and involving  

patients with multimorbidity.12 13 Furthermore, we identified, as have others  

previously,14 inadequate reporting of the intervention which was applied; poor  

reporting of multimorbidity measures, particularly as an intervention aimed at  

these complex patients; and, a failure to attempt to quantify any patient safety  

measure, an under-researched area in primary care, and one which very likely  

relates to an intervention that targets improved co-ordination and  

communication.15 16” (previous section referred to by reviewer)  

 

Now: “We also identified gaps in the current literature. In the review, 78% of included studies were 

randomised controlled trials (RCTs).(Stokes et al., 2015) We suggested a complementary role for 

rigorous quasi-experiments in routine settings to better balance internal and external 

validity.(Maciejewski and Bayliss, 2014, Steventon et al., 2015)” (new manuscript, p.4/5)  

 

3. Acronyms don't need to be restated multiple times - just stick to stating the full meaning the first 

time then revert to the acronym afterwards (the acronym PICT was stated in full numerous times, as 

an example of this).  

 

Thank you for pointing out this oversight. We have amended this in the revised manuscript.  

 

Actions:  

• Checked acronyms are only written in full once  

 

4. Page 7 (lines 56-58) please explain what is meant by 'high strength' vs. 'low strength' primary care.  

 

We have now added a small explanatory comment following the mentioning of these terms. These are 

based on Starfield & Shi’s classifications of primary care orientation of a health system.  

 

Actions:  

• Added explanation on ‘strength of primary care’  

“in a system ranked as delivering ‘high’ strength of primary care (i.e. strength of primary health care 
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orientation of the health system as classified by Starfield & Shi - the majority in the review came from 

a ‘low’ strength system e.g. USA: 64%).(Starfield and Shi, 2002)” (new manuscript, p.6)  

 

5. Page 11 (lines 18-23) on which criteria were PICT patients compared to establish whether the 

parallel trends assumption had been met? Where these these same factors as outlined in lines 30-

40?  

 

We agree, this was not as clear as it should have been. We have now clarified this in the new 

manuscript. For each outcome analysed (and at each level of analysis), we tested whether the pre-

trends for the intervention group and control group were parallel, and therefore whether the parallel 

trend assumption was rejected for each specific outcome.  

 

Actions:  

• Clarified parallel trends testing  

“The DD analysis estimate is unbiased only under the key assumption that the average difference 

between intervention and control units’ trends would be the same in the absence of ‘treatment’ (i.e. 

the PICT intervention).(Angrist and Pischke, 2008) This ‘parallel trends’ assumption is key to DD 

analysis, and was tested graphically and statistically for each outcome assessed, at each analysis 

level (see Appendices for graphs).” (new manuscript, p.9)  

 

6. There isn't always a good balance between information chosen to be in appendices and information 

retained in the main body of the text. The data analysis section in particular is very complex and such 

detail is probably of limited interest to the average reader. This level of detail should really be in the 

appendices, with a more summary description in the main text to capture the essence of what was 

done, and giving the reader the option to delve into this in more detail via the appendices if they wish.  

 

Thank you for this observation. We agree that in all, we attempted to give too much detail in the main 

text of the previous version of the paper. As suggested, we have followed the advice of providing 

more of a summary in the main text of the new version, and moved the more detailed aspects to the 

appendices (particularly for the data analysis section).  

 

Actions:  

• Moved detailed data analysis methods to appendix, and wrote-up summary version in main text  

e.g. equations moved to Appendices  

 

7. Table 2: There is a footnote that has an asterisk denoting significance at p<0.05, but none of the 

data fields in the table have this asterisk, so the asterisk is not needed in the footnote to the table if 

the nomenclature it describes is not present.  

 

Thank you, this was an oversight from changes from a previous version of the table. We have now 

amended this, together with the ‘before matching’ additions requested by the other reviewer.  

 

Actions:  

• Removed footnote from Table 2 (new manuscript, p.14)  

 

8. Table 3: What is the scale for secondary costs? Are these simply pounds sterling? Saying 23 could 

mean £23 pounds, or it could be a higher multiple (e.g. £23,000), so this needs to be clarified.  

 

Thank you for pointing this out. We have now clarified this in the tables (e.g. Table 3 - £ per patient 

per month/ Table 7 - £ per 1000 patients per month).  

 

Actions:  
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• Added £ sign to Tables with cost of secondary care estimates (new manuscript, p. 15, 16, 19, 21)  

 

9. Some of the discussion seems to go beyond the implications of the results. For example, page 32 

(final paragraph - lines 46-58). Team climate was not measured or assessed in any way in the study, 

so to mention it in this context is purely speculative. I would suggest removal of this paragraph.  

 

We feel that this example of team climate is in fact relevant, as a potential distinct mechanism of 

realising any spill-over effects of the intervention we measured (although it of course requires further 

examination for plausibility/causation in relation to MDTs, which we have also added to the 

discussion). Although we did not test this directly, we did test the spill-over effects directly. We accept 

that as it was initially written, this link was not as clearly illustrated as it should have been, however. 

We have now addressed this in the new manuscript by discussing this potential mechanism in the 

introduction section as our reason for looking at spill-over effects at all, and clarifying the argument in 

relation to the section you detail above.  

 

Actions:  

• Clarified why we are mentioning team climate i.e. ‘professional integration’ as potential mechanism 

for spill-over effects  

 

“While the direct-effects of the intervention are therefore unlikely to drive any  

practice-level effects, due to proportion treated and the nature of the patients  

treated, there are some indications of wider system effects of integrated care in  

the literature. For example, good team ‘climate’ (i.e. professional integration)40  

has been linked to superior clinical care for a number of long-term conditions,41  

although evidence of causation is currently lacking.42” (previous section referred to by reviewer)  

 

“The majority of studies also measured only direct (individual-level) effects. MDT case management 

used to manage a subset of patients could lead to broader changes, such as better ‘professional 

integration’ through team working.(Bower and Sibbald, 2000, Valentijn et al., 2013) These broader 

changes could lead to effects on the wider patient population, beyond those patients specifically 

managed by the MDT (what we call ‘spill-over effects’).” (new manuscript, p.5)  

 

“Finally, direct and spill-over effects may plausibly act through distinct mechanisms. There are some 

indications of wider system effects of integrated care in the literature. For example, good team 

‘climate’ (i.e. professional integration)(Valentijn et al., 2013) has been linked to superior clinical care 

for a number of long-term conditions,(Bower et al., 2003) although evidence of causation is currently 

lacking.(Bramwell et al., 2015) This is one potential mechanism that the MDT spill-over effects could 

act through. Spill-over effects, therefore, may not be dependent on the numbers captured by MDTs 

directly, because they go via the GP and wider care team. If practices ‘do’ MDT for a few patients, it 

may influence their care for everyone.” (new manuscript, p.25)  

 

“More work is needed to confirm these initial findings of potentially beneficial spill-over effects, 

particularly qualitative work and process evaluation identifying plausible mechanisms. These did not 

stand up to our robustness checks in this analysis, however the indication was always in the direction 

of favouring the intervention practices with regard to decreasing non-elective admissions at the 

practice-level. Where it is possible, future studies looking at models of integrated care should consider 

spill-over effects.” (new manuscript, p.30)  
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Reviewer 2 comments  

 

Reviewer Name  

Carol Propper  

 

Institution and Country  

Imperial College London  

UK  

 

Please state any competing interests or state ‘None declared’:  

None declared  

 

Please leave your comments for the authors below  

 

Referees report on effectiveness of multidisciplinary team case management: a difference in  

differences analysis by  

Summary  

The paper examines the use of multidisciplinary tram case management (MDT) of high risk  

patients in practices in the the Manchester CCG. The outcome measures a primarily based  

on patient use of secondary care. The analysis is (two) difference in difference analysis (DD),  

the first comparing patients who were subject to the intervention to ‘similar’ patients who  

were not and the second, practices that were subject to the intervention to those that were  

not. The study finds very little effect at either matched patient level or at practice level.  

 

General comments  

The paper makes a reasonable case that RCTs may not be appropriate for this kind of  

intervention. Some kind of statistical analysis that allows establishment of causality is  

needed. I concur with the authors that A DD analysis seems suitable for the intervention  

being analysed. I like the reference to previous work and the comparison of the intervention  

with other interventions. The potential value added of the study is explained carefully  

(though note some of my comments about outcomes in RCTs vs outcomes used here  

below).  

However, there are weaknesses in the paper. The main one is that I found the description of  

the DD analyses somewhat confusing and without better clarification I find several aspects  

of the paper somewhat weak/potentially open to criticism. In addition, some of the tests of  

design are carried out as robustness tests whereas they are actually tests of the design and  

therefore need to be discussed earlier, since if these tests fail, then the design fails. These  

issues – and other comments on the design and tests – are now outlined.  

 

Thank you very much for your comments. We appreciate your feedback, and agree that the DD 

analyses methods needed to be clarified, and tests of design moved from the robustness checks 

section. We have tightened up the entire manuscript and believe this revision provides the opportunity 

for a much clearer message of the precise design and methodology issues you have raised. We 

attempt to address each of your specific comments below.  

 

Specific comments  

 

1. As I understand it there are in fact two rather different analyses with different  

samples in the paper. The first is a patient level analysis, where patients that were  

subject to MDT treatment are matched, on observables, to patients who are not  

treated. But I could not work out from the paper whether the control group are from  

the same practices or whether they are from other practices that had MDTs at a  
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later wave. If the former, then they don’t seem appropriate controls at all as these  

patients will all be lower risk than the small proportion of patients who are subject  

to MDT treatment. If the latter, then I’d like to know how the practices from which  

they are selected were chosen. In addition, the authors compare the patients in the  

treatment and control post matching and show they are similar. They SHOULD be if  

the matching has been successful: what I’d like to see is an additional comparison –  

the differences pre-matching.  

 

This is exactly right, the two DD analyses are separate.  

 

The first and primary (individual-level) analysis (patients directly treated by the intervention versus 

matched controls) matches interventions patients to those most similar on observables, to other 

patients that we know for sure did not receive the PICT intervention within the same CCG at any point 

in time. We had originally planned to compare intervention patients to all other patients over 65 in the 

CCG to maximise the statistical power. However, this method failed the parallel pre-trends test, 

highlighting the matching necessity.  

We did not discriminate between which practice the controls came from, as by the time period of this 

individual-level analysis, all of the practices in the CCG had already implemented the intervention 

(because individual-level analysis was delayed by a data governance issue in the CCG, which we 

detail more clearly in the new version of the manuscript – see quote below). We wanted to ensure that 

the patients were matched as closely as possible on observables (regardless of practice affiliation) 

ensuring parallel pre-trends, which we achieved with this method.  

While this means that the control patients were potentially at lower risk than the intervention patients, 

as you suggest, this was unavoidable given the implementation of the intervention in practice. 

However, as demonstrated in table 2 (see below), the matching procedure is successful in identifying 

a control group that is similar to the treatment group on the basis of observables after matching (these 

observables were also used by the CCG to calculate risk score). On this basis we are less worried 

about differences in risk between the two groups, although unobserveable differences could exist as 

acknowledged in the discussion (see p.27 of new manuscript). In the manuscript, we now provide the 

comparison of differences pre-matching too (see below), to better illustrate this reduction in bias, as 

you suggest.  

However, even in case of a potential difference in risk between the treatment and control groups, DD 

analysis can still provide valid effect estimates provided the assumption of parallel trends is not 

rejected (which the parallel trends tests does not suggest it is in our case). The assumption implies 

that outcomes in the treatment and control group is expected to follow parallel trends in the absence 

of treatment, thus attributing any difference in the difference between the treatment and control group 

from before to after the intervention - to the intervention. An exact matching of risk level is thus not a 

requirement for valid inference in the DD model, although in our case the post-matching comparison 

of the treatment and control groups on observables does not suggest a difference in risk between the 

two groups. Therefore, we believe we have appropriate controls even if the risk levels of the two 

groups are not precisely equal in an unobservable way.  

 

Actions:  

• Detailed governance issues earlier in manuscript and more clearly  

“We prepared and analysed data at two distinct levels, each described separately below. Due to a 

data governance issue at the CCG, intervention patients could not be identified at the individual-level 

until nearly all practices were implementing the intervention (patients were not consented prior to this 

date, so those joining before could not be included in the analysis –they were also excluded from our 

control group, so no contamination occurred). Figure 1 summarises the period of analysis for both the 

individual- and practice-levels, showing the analysis and ‘pre-trend’ period (i.e. period prior to any 

practice/individual joining the intervention group) for each.” (new manuscript, p.8)  
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• Detailed at end of intro that we are using two distinct analyses/data sets, and kept these more 

distinct through methods/results sections  

“We model effects using two distinct analyses, 1) at the individual-level (to capture direct effects of the 

intervention), and 2) practice-level (to capture any potential spill-over effects).” (new manuscript, p.5)  

 

• Clarified control groups in methods, and justified in discussion  

“With the PICT intervention having no single start date, we adapted our analysis to allow for this 

staged introduction (using a time fixed-effect instead of the usual binary post dummy – see equations 

in Practice-level and Individual-level sections in the Appendices).(Angrist and Pischke, 2008, Propper 

et al., 2002) The main difference to the standard DD approach is that the intervention and control 

groups are not static over time, allowing intervention patients/practices to join gradually over the 

monthly panel data-sets, and comparing appropriately at each time-point. This method has been used 

previously in the literature,(Propper et al., 2002, Besley and Burgess, 2004) and we have adapted it to 

suit data at both of our levels of analyses (explained below, and in more detail in the Appendices).” 

(new manuscript, p.8/9)  

 

“At the individual-level, to obtain parallel pre-trends it was necessary to propensity match intervention 

patients to controls from within the same CCG (we matched on the characteristics for which the 

patients were recruited in practice to maximise comparability - see Appendices for details).” (new 

manuscript, p.10)  

 

“With the intervention so widespread (particularly important for an intervention incentivised nationally), 

we were extremely careful to choose our comparators (a crucially important step in DD analysis). We 

chose practices (within the same CCG) for which we knew for definite their intervention status at any 

time-point for the practice-level analysis… At the individual-level, we matched patients using 

propensity scores within the CCG achieving the necessary parallel pre-trends.” (new manuscript, 

p.26/27)  

 

• Added pre-matching differences for individual-level – Table 2  

 

Before matching  

After matching  

Mean (unless otherwise indicated)  

PICT (SD)  

Controls (SD)  

SMD  

PICT (SD)  

Controls (SD)  

SMD  

N=  

2049  

93,532  

 

2049  

2049  

 

Male (%)  

44.3  

47.4  

 

44.3  

44.1  
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Age  

67.2 (17.8)  

35.3 (22.2)  

-1.44  

67.2 (17.8)  

65.8 (18.7)  

-0.07  

IMD 2010  

40.2 (14.8)  

40.6 (16.0)  

0.03  

40.2 (14.8)  

40.2 (15.8)  

0.00  

MM count baseline  

2.7 (2.1)  

0.7 (1.2)  

-1.63  

2.7 (2.1)  

2.4 (2.2)  

-0.12  

Previous inpatient admissions  

1.3 (2.1)  

0.3 (1.1)  

-0.88  

1.3 (2.1)  

1.2 (2.2)  

-0.05  

Previous outpatient visits  

7.0 (9.6)  

1.9 (4.3)  

-1.14  

7.0 (9.6)  

7.2 (9.8)  

0.02  

Previous A&E visits  

1.4 (2.4)  

0.5 (1.2)  

-0.73  

1.4 (2.4)  

1.4 (2.5)  

0.00  

(new manuscript, p.14)  

 

2. The sample for the practice level analysis is not clearly outlined. I think it may be  

wave 1 MDTs compared to all others. But as the authors note, this is likely to be a  

selected sample. And while it may not be selected on the patient observables for  

which the authors compare, it may be selected on other observables (practice size)  

or, more importantly, other unobservables. The authors do recognise this in the  

discussion of findings. However, I’d like to know more about the timing of the  

intervention and who precisely is the treatment and the control.  
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We agree that this analysis could be more clearly outlined in the paper, and we attempt to do this in 

the new draft.  

 

The intervention was gradually rolled out to practices in the CCG over time, which allowed for our 

analysis at this practice-level too. The regression model we use for the practice-level analysis 

therefore allows for the gradual updating of the control group over time as new practices enter the 

intervention i.e. the analysis is not restricted to wave 1 practices versus all other only. At each time 

point t, the regression controlling for practice and time fixed-effects compare all intervention practices 

at time t, to all ‘controls’ at that time-point (i.e. all those practices that have not yet adopted the 

intervention, even though they will later adopt the intervention). This methodology is similar to that 

used in Propper et al 2002 – ‘Waiting times for hospital admissions: the impact of GP fundholding’, as 

well as those described in Angrist’s ‘Mostly harmless econometrics - Besley & Burgess 2004 – ‘Can 

labor regulation hinder economic performance? Evidence from India’, both of which similarly use DD 

analysis where different units adopt an intervention at different times. We have now moved these key 

references to the specific data analysis sections, rather than only the initial ‘analysis approach’ 

section to further clarify these methodological similarities.  

 

We have now clarified in the main text the variables we included in our logistic regression model too 

(including practice size, like you suggested – see quote below).  

 

We further adjust for practice fixed-effects to control for time-invariant differences between practices 

(which would capture unobserved time-invariant differences between wave 1 practices and others). In 

addition to this, we re-run the analysis without wave 1 practices as a robustness check, with full 

results recorded in the appendices (p.24).  

 

Finally, we have moved figure 1 closer to the start of the paper in an attempt to clarify early the 

timings of the intervention, the distinction between the two analysis levels, and the control group for 

each.  

 

Actions:  

• Clarified methods in write-up, and that the control group is changing at each time-point  

“With the PICT intervention having no single start date, we adapted our analysis to allow for this 

staged introduction (using a time fixed-effect instead of the usual binary post dummy – see equations 

in Practice-level and Individual-level sections in the Appendices).(Angrist and Pischke, 2008, Propper 

et al., 2002) The main difference to the standard DD approach is that the intervention and control 

groups are not static over time, allowing intervention patients/practices to join gradually over the 

monthly panel data-sets, and comparing appropriately at each time-point. This method has been used 

previously in the literature,(Propper et al., 2002, Besley and Burgess, 2004) and we have adapted it to 

suit data at both of our levels of analyses (explained below, and in more detail in the Appendices).” 

(new manuscript, p.8/9)  

 

“At the practice-level, practices gradually took up the intervention over a period of 18 months. At each 

time point (updating monthly in our dataset), the time fixed-effects compare all intervention practices, 

to all ‘controls’ (i.e. all those practices that have not yet adopted the intervention, even though they 

will later adopt the intervention).(Besley and Burgess, 2004, Propper et al., 2002)” (new manuscript, 

p.11)  

 

• Replicate Propper et al 2002, and Besley & Burgess 2004 references to show similarity for the 

practice-level equation (references in quotes directly above)  

 

• Clarify robustness check for selection bias  
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“At the practice-level only, due to the voluntary roll-out of the intervention, we attempted to assess the 

effects of selection bias using a logistic regression model (including: % males; % over 65; practice list 

size; number of GPs per thousand patients; total IMD score 2010; and total % QOF achievement 

score).(Baines and Whynes, 1996) We additionally re-ran the practice-level analysis excluding those 

practices recruited to the intervention in wave 1, assuming these to be the practices at most risk of 

selection bias if it did indeed occur.(Propper et al., 2002)” (new manuscript, p.13)  

 

• Clarify timings and control group for each analysis early in paper  

“We prepared and analysed data at two distinct levels, each described separately below. Due to a 

data governance issue at the CCG, intervention patients could not be identified at the individual-level 

until nearly all practices were implementing the intervention (patients were not consented prior to this 

date, so those joining before could not be included in the analysis –they were also excluded from our 

control group, so no contamination occurred). Figure 1 summarises the period of analysis for both the 

individual- and practice-levels, showing the analysis and ‘pre-trend’ period (i.e. period prior to any 

practice/individual joining the intervention group) for each.  

 

 

Figure 1: Timeline of analyses highlighting key dates of practices, and individual patients included in 

analysis joining the intervention respectively  

 

With the PICT intervention having no single start date, we adapted our analysis to allow for this 

staged introduction (using a time fixed-effect instead of the usual binary post dummy – see equations 

in Practice-level and Individual-level sections in the Appendices).(Angrist and Pischke, 2008, Propper 

et al., 2002) The main difference to the standard DD approach is that the intervention and control 

groups are not static over time, allowing intervention patients/practices to join gradually over the 

monthly panel data-sets, and comparing appropriately at each time-point. This method has been used 

previously in the literature,(Propper et al., 2002, Besley and Burgess, 2004) and we have adapted it to 

suit data at both of our levels of analyses (explained below, and in more detail in the Appendices).” 

(new manuscript, p.8/9)  

 

3. The common trend tests are not robustness checks. These are part of showing that  

the design is as good as random, and therefore should be done prior to the analyses.  

 

We have moved the common trend test section to the introduction of the methods section/ a separate 

section within each of the results to make this point clearer in the manuscript.  

 

Actions:  

• Moved common trends test methods/results to start of each section  

“All data preparation and analysis was carried out using STATA (version 13).(StataCorp., 2013) The 

DD analysis estimate is unbiased only under the key assumption that the average difference between 

intervention and control units’ trends would be the same in the absence of ‘treatment’ (i.e. the PICT 

intervention).(Angrist and Pischke, 2008) This ‘parallel trends’ assumption is key to DD analysis, and 

was tested graphically and statistically for each outcome assessed, at each analysis level (see 

Appendices for graphs).” (new manuscript, p.9)  

 

“DD parallel pre-trends  

We identified evidence of a significant difference between pre-trends for outpatient visits at the 

individual-level. This variable was potentially biased towards a result favouring the PICT intervention 

over controls. However, we nevertheless found no statistically significant result favouring either group. 

All other variables satisfied the parallel trends assumption, with no indication of bias.” (new 

manuscript, p.15)  
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“DD parallel pre-trends  

We identified no significant differences between pre-trends for any outcome at the practice-level. This 

data satisfy the parallel trends assumption, with no indication of bias.” (new manuscript, p.20)  

 

 

 

4. The standard errors in the individual analyses are clustered at the patient level. But if  

the intervention affected all patients – as the author suggest when they argue for  

their design relative to a narrower RCT - they should also be clustered at the practice  

level, since that’s the level of the intervention. Since this will probably increase the  

standard errors it will make the small effects disappear, but that’s not an issue since  

the authors are not claiming to find any effect.  

 

Thank you for this suggestion. We have now re-estimated our individual-level results clustering 

standard errors at the practice-level too. Two of the small effects disappeared (as you predicted – 

Outpatient visits, and A&E visits). Re-admissions remained significant, and inpatient non-elective 

admissions is significant (like the unadjusted model estimates). The interpretation of these results has 

not changed, as you say, we do not claim to find any effect (effect sizes 0.02 and 0.03 respectively)  

 

Actions:  

• Re-estimated standard errors for individual-level regression results (Table 4)  

Outcome  

Adjusted+ intervention effect (95% CI)  

(difference per patient per month)  

Effect size*  

 

Count (nbreg) model  

 

Primary outcomes:  

 

Inpatient non-electives  

0.0053 (0.0004 to 0.0102)  

#  

0.02  

 

 

Inpatient electives  

-0.0011 (-0.0092 to 0.0070)  

 

-0.00  

 

 

Outpatient visits  

0.0399 (-0.0068 to 0.0866)  

 

0.03  

 

 

A&E visits  

0.0103 (-0.0001 to 0.0207)  

 

0.03  
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ACSCs  

0.0001 (-0.0017 to 0.0020)  

 

0.00  

 

 

Re-admissions (30 days)  

0.0041 (0.0018 to 0.0064)  

#  

0.03  

 

 

Secondary outcomes:  

 

Total cost of 2o care services (£)~  

8.1687 (-16.0021 to 32.3396)  

 

0.01  

 

 

Length of stay (days)  

0.0528 (-0.1094 to 0.2151)  

 

0.01  

(new manuscript, p.16)  

 

5. The spill-over effect they argue for seems a little weak when you learn . way though  

the paper that the treated are only a small part of the practice population. In this  

case the strength of the practice level design seems weaker. But on the other hand,  

if there is a practice level spillover effect the DDD analysis that is used could be  

contaminated by this as there will be a general practice effect for high and other  

lower risk patients in the treated practices. The DDD is not very well explained – this  

needs clarifying  

 

We understand that the potential for a practice spill-over effects may appear limited when only a 

minority of patients is included in the intervention. However, the literature has made the case for this 

spill-over effect acting through a distinct mechanism to the direct effects (so the small population 

numbers need not drive this), through increased ‘professional integration’ and wider positive results of 

increased teamwork between physicians and social workers (e.g. increased chance of inter-

professional consultation/referral due to familiarity with service or individual professional, informal 

advice-giving etc.) (Nolte and McKee, 2008, Valentijn et al., 2013, Bower et al., 2003). This has not 

been tested to date effectively in the literature and there has been a call to address this gap 

(Bramwell et al., 2015), so we maintain that the practice-level analysis is a valuable addition to the 

manuscript/wider literature. We describe this distinct hypothetical mechanism more clearly in the 

latest version. We also, however draw attention to the need for ongoing work into how these 

mechanisms may function in practice (particularly through qualitative work and process evaluation) 

and reiterate that this estimate did not survive our robustness check.  

 

We acknowledge that the DDD analysis was not well explained in the previous version of our 

manuscript and have have rewritten this section in the new manuscript, and in the appendix (see 
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quotes below). This clarifies that the DDD analysis (which is only carried out at the individual level) 

adds an indicator for belonging to a high risk group (according to the risk tool) to test whether the 

intervention affects this group of patients differently to those that were recruited with lower risks, with 

the same risk classification applied to the matched controls (see details below). Even in the case of 

spill-over effects (which are not strongly indicated) the potential bias of the DDD analysis is thus 

similar to that of the DD analysis and we now emphasise this in the discussion.  

 

 

Actions:  

• Clarified potential distinct mechanism for spill-over effects  

“Finally, direct and spill-over effects may plausibly act through distinct mechanisms. There are some 

indications of wider system effects of integrated care in the literature. For example, good team 

‘climate’ (i.e. professional integration)(Valentijn et al., 2013) has been linked to superior clinical care 

for a number of long-term conditions,(Bower et al., 2003) although evidence of causation is currently 

lacking.(Bramwell et al., 2015) This is one potential mechanism that the MDT spill-over effects could 

act through. Spill-over effects, therefore, may not be dependent on the numbers captured by MDTs 

directly, because they go via the GP and wider care team. If practices ‘do’ MDT for a few patients, it 

may influence their care for everyone.” (new manuscript, p.25)  

 

“More work is needed to confirm these initial findings of potentially beneficial spill-over effects, 

particularly qualitative work and process evaluation identifying plausible mechanisms. These did not 

stand up to our robustness checks in this analysis, however the indication was always in the direction 

of favouring the intervention practices with regard to decreasing non-elective admissions at the 

practice-level. Where it is possible, future studies looking at models of integrated care should consider 

spill-over effects.” (new manuscript, p.30)  

 

• Made DDD methods more clear, clarified that they only apply to individual-level analysis and why 

used  

“Stratification by risk score  

 

Patients were recruited to the intervention both via risk tool score, as well as clinical judgement. To 

test whether the highest risk patients (according to risk tool score) benefitted more from the PICT 

intervention than those with lower calculated risks also treated, we generated a ‘high-risk’ dummy. We 

re-ran the individual-level analysis with a difference-in-difference-in-differences (DDD) analysis, using 

an additional interaction term to determine sub-group effects (see Appendices for equation).” (new 

manuscript, p.11)  

 

“Stratification by risk score  

We were interested to observe whether those treated patients with a higher risk score, were indeed 

those at highest risk of future emergency admissions, and to test whether those at higher risk 

benefited more from the intervention.  

While we were only able to access the actual risk scores of the intervention patients and not the 

controls, due to information governance rules, we assessed the correlation of the actual risk score of 

the intervention patients with the propensity score we used to match the intervention patients to 

controls. We found these to be moderately,35 statistically significantly correlated (r=0.38; p<0.0001), 

and therefore assigned the same actual risk score of the intervention patients to their one-to-one 

propensity matched control for this sub-analysis.  

We first looked descriptively at the association of risk score and post-intervention outcomes by 

calculating a single ‘post-intervention’ admissions value for each of the secondary care utilisation 

measures, and plotted this graphically against the risk score. To ensure the highest risk patients were 

not also those recruited first to the intervention (thus artificially inflating our simple measure for this 

sub-analysis), we additionally plotted each intervention patient start date together with the risk score 
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to determine any time-varying relationship that might exist.  

We assigned those intervention patients and matched controls with a risk score above the 75th 

percentile to the high-risk group, and conducted the DDD analysis. The extended equation for this 

extra interaction-term becomes:  

𝑦𝑖𝑗𝑡= 

𝛽1𝑃𝐼𝐶𝑇𝑖𝑗𝑡+𝛽2𝑃𝑜𝑠𝑡𝑖𝑗𝑡+𝛽3𝑅𝐼𝑆𝐾𝑖+𝛽4𝑃𝐼𝐶𝑇𝑖𝑗𝑡×𝑃𝑜𝑠𝑡𝑖𝑗𝑡+𝛽5𝑃𝐼𝐶𝑇𝑖𝑗𝑡×𝑅𝐼𝑆𝐾𝑖+𝛽6𝑃𝑜𝑠𝑡𝑖𝑗𝑡×𝑅𝐼𝑆𝐾𝑖+𝛽7𝑃𝐼𝐶𝑇𝑖𝑗𝑡×𝑃𝑜

𝑠𝑡𝑖𝑗𝑡×𝑅𝐼𝑆𝐾𝑖+𝛿𝑡+𝒙𝒌𝑖𝑡+𝛼𝑗 + 휀𝑖𝑗𝑡  

Where:  

yijt = outcome of person i in practice j in time t  

PICTijt= dummy for treatment status  

RISKi = dummy for high risk score according to risk tool  

Postijt = dummy for the post-treatment period  

δt= time fixed-effects  

xkit = individual covariates (age, cumulative multimorbidity count, IMD 2010 domains (excluding 

health domain))  

αj = constant with absorbed practice fixed-effects  

εijt = random error” (new appendices, p.4/5)  

and we report the average partial effect of results for 𝛽7 is reported  

 

• Added potential limitations of individual-level DD and DDD analysis if spill-over effects hold true  

“Furthermore, if spill-over effects did indeed affect other patients in the practice, then the individual 

level effects may be driven towards the null. This is similarly true for the DDD analysis conducted. 

However, these spill-over effects were not strongly indicated at the practice-level.” (new manuscript, 

p.26)  

 

6. The choice of outcome measures. The authors make their case for the DD design  

partly on the strength of their outcome measures, relative to an RCT. So I expected  

that the outcome measures would be ones that take place in a community setting  

and would reflect treatment ‘in the round’. So I was somewhat surprised to see the  

list chosen, as almost all of these are hospital measures and are examined  

individually, rather than aggregated for one individual into a measure of ‘treatment  

in the round’. The reason for the choice becomes a little clearer at the end of the  

paper, when it is stated that the policy was intended – in part presumably – to  

change hospital admission patterns. The authors should say this earlier in the paper  

 

We apologise for the misunderstanding of our criticism of RCT ‘outcomes’. The section you are 

referring to I think is, “the ability of outcomes of this extremely controlled study type to reflect the real-

world implementation of an intervention has been questioned, particularly for studies of complex 

interventions and involving patients with multimorbidity” (p.5 of previous draft, lines 34-42). We have 

now clarified what we meant by this statement (see quote below).  

 

However, it is an important point that the outcomes assessed in this study were the stated policy aim. 

We agree that assessing wider outcome measures are important, and are keen to do so in the future 

when possible. However, in this case we were constrained by the data available to us by the CCG. 

The data available to us had the benefit of allowing identification of individual patients within the CCG 

who were treated/not, and therefore allowed analysis at both individual and practice-levels which we 

feel contributes to some of the gaps in the literature that we previously identified (Stokes et al., 2015). 

We did ask the CCG for data other than hospital utilisation to assess the potential wider effects, but 

such data was not available from the CCG. We have included this limitation in our discussion of our 

studies weaknesses (see quote below).  

 

That being said, as you suggest, reducing hospital utilisation is a stated policy aim of the intervention 
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(with the intention of shifting care from secondary to the presumably more cost-effective primary care 

setting), and so evaluating the intervention on its merits in relation to this aim is important. As you 

suggest, we have outlined this policy aim more clearly and earlier in the paper, to justify these 

outcome measures (see quote below).  

 

Actions:  

• Clarify what we previously referred to as ‘outcomes’ of RCTs in intro section  

“We also identified gaps in the current literature. In the review, 78% of included studies were 

randomised controlled trials (RCTs).(Stokes et al., 2015) We suggested a complementary role for 

rigorous quasi-experiments in routine settings to better balance internal and external 

validity.(Maciejewski and Bayliss, 2014, Steventon et al., 2015)” (new manuscript, p.4/5)  

 

• Expand on weakness of data available with regards to outcomes  

“An important weakness, constrained by the data available to us, we were not able to analyse 

outcomes beyond secondary care utilisation and total cost of secondary care. While these utilisation 

outcomes reflect well the explicit aims of the intervention, they do not allow for a broad representation 

of the intervention in terms of other important potential outcomes, for example patient health, quality 

of life, and satisfaction with care. These additional measures could be considered when making 

commissioning decisions, although they were not the primary stated aim.” (new manuscript, p.27/28)  

 

• Mention policy aims of secondary utilisation earlier in the paper  

“The aim of the intervention was to reduce unnecessary attendances in secondary care for the high-

risk population.(Central Manchester Clinical Commissioning Group, 2013)” (new manuscript, p.5)  

 

7. But then the whole exercise becomes a bit odd – a policy aimed at 2% of a practice  

population (albeit a group that probably account for 10% of the costs if not more)  

which is expected to affect hospital outcomes significantly at a time when other  

changes are happening in these hospitals which will affect all practices in the area.  

This contamination is never discussed, but needs to be. Further this small policy it is  

expected to spillover onto the rest of practice population. Is this really credible?  

 

The intervention is expected to reduce hospitalisations through identification of ‘super-utiliser’ patients 

(contributing disproportionately to healthcare costs through frequent hospital use – some estimates 

from the US/Canada suggest these high-risk groups could contribute to up to half of all healthcare 

spending (Chechulin et al., 2014, GAO, 2015)) through risk stratification. The prediction is that 

frequent, co-ordinated, individually-tailored care through a multidisciplinary team who is familiar with 

the patient’s needs and is based in primary care will reduce any avoidable hospital admissions and 

therefore reduce utilisation.  

 

Hospital level changes during the period that affect all practices will be picked up by the time fixed 

effects. We have now emphasised this in the manuscript.  

Although the potential for a practice spill-over effect may appear limited when only a (costly) minority 

of patients is included in the intervention, the potential for spill-overs is frequently an argument made 

for applying MDT case management (as opposed to single case manager, for instance), there is 

potentially a separate mechanism acting for spill-over effects, and more evidence on these effects has 

been called for (Bramwell et al., 2015). Please see our comments to point 5 above for an elaboration 

on this point.  

 

Actions:  

• Clarified that hospital level changes affecting all practices in the same CCG picked up by time fixed 

effects  

“Adding practice fixed-effects controls for any differences between practices that persist over time, as 
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well as any hospital level changes during the period that affect all practices.” (new manuscript, p.27)  

 

8. These issues then raises an issue of the selection of controls. Surely the controls  

should be from practices outside the Manchester CCG, since all Manchester CCG  

practices will be affected by changes happening in local hospitals. This would also  

make the practice level analyses cleaner because the first wave practices would not  

then be unobservably different to the later waves within CCG. Why was this choice  

not made? It would have made a stronger design.  

 

As mention in the response to point 7, changes happening in local hospitals during the study period 

that affects all practices are captured by the time fixed effects. Our analysis did not indicate that first 

wave practises were observably different from later waves. Unobservable differences is a limitation 

our study inevitably share with other non-experimental studies and this limitation is discussed in the 

paper.  

 

To be able to benefit from the identification of patients enrolled in the intervention we were restricted 

to using the data made available to us by the CCG and this data only included the CCG itself. That 

being said, we see our selection of controls as a strength of our analysis rather than a limitation.  

 

This type of intervention is very widespread nationally (incentivized by a national primary care practice 

payment scheme: the DES) (Stokes, 2014), and so using national comparators would not have been 

feasible, as we could not identify practices (and certainly not whole CCGs) that we were certain were 

appropriate controls. The detailed knowledge of the staged roll-out of the intervention at the practice 

and individual level is a particular strength of our analysis that we feel gives further merits to the 

choice of analysing within CCG data only. We have drawn this debate out more clearly in the 

discussion section of our new version of the manuscript (see quote below).  

 

 

Actions:  

• Highlight limitation of unobservable differences  

“We were unable to predict wave 1 entry from the characteristics we included in our logistic 

regression model. Thus, we conclude that selection bias into early adoption, based on these 

characteristics at least, was minimal. This does not preclude the presence of selection bias based on 

unmeasured characteristics, however.” (new manuscript, p.22)  

 

“Nonetheless, practices volunteered for the intervention, which can potentially introduce some 

selection bias at the practice-level. However, we estimate this possible selection effect to be minimal 

based on observable practice characteristics. A common limitation of non-experimental studies, 

however, we cannot discount differences based on unobservables.” (new manuscript, p.27)  

 

 

• Drawn attention to need for careful consideration of comparison groups more clearly in discussion  

“With the intervention so widespread (particularly important for an intervention incentivised nationally), 

we were extremely careful to choose our comparators (a crucially important step in DD analysis). We 

chose practices (within the same CCG) for which we knew for definite their intervention status at any 

time-point for the practice-level analysis… At the individual-level, we matched patients using 

propensity scores within the CCG achieving the necessary parallel pre-trends.” (new manuscript, 

p.26/27)  

 

In sum, I think these various design issues need addressing more thoroughly than in the  

current paper and the paper needs to reflect these issues more. It may be less a case that  

their analysis has shown something robust and more that they are looking for it in the  
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wrong (hospital level) set of outcomes with the wrong control data. The wrong outcomes  

are part of the policy, so it is legitimate to look at them, but it is not legitimate to claim that  

looking at them represents an improvement on a narrow RCT set of outcomes: it is simply  

an evaluation of the policy goals. And I’d like to be told why the controls are the appropriate  

ones more clearly than the paper does at present.  

 

Reducing hospital utilisation was a policy goal, and so we firmly believe it a legitimate and worthwhile 

exercise to assess whether the policy had the desired effect. We recognise that wider effects are 

possible, and as detailed above we have emphasised this in the discussion of limitations. In addition, 

we feel that a non-experimental evaluation of a live policy roll out brings an important contribution to 

the current RCT based literature. As we hope to have shown above, we believe that using controls 

from within the CCG, with the appropriate methods used, allows in fact for a stronger design than 

drawing controls from national data given the widespread roll out of similar interventions for which no 

precise mapping exists. This is because the within-CCG data contained a detailed description of the 

staged implementation of the intervention, thus ensuring a unique knowledge of whether patients and 

practices in the study were subject to an intervention or not, which would not otherwise have been 

possible.  
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VERSION 2 – REVIEW 

REVIEWER Sarah Damery 
University of Birmingham, United Kingdom 

REVIEW RETURNED 29-Jan-2016 

 

GENERAL COMMENTS The authors have made a number of fairly substantial changes to 
their manuscript following the first round of peer review comments. I 
am satisfied that the authors have addressed all of my comments 
satisfactorily and that the manuscript is improved as a result. The 
writing is sharper and there is a better balance between information 
provided in the main body of the manuscript and detail given in 
supplementary materials/appendices. 
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