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VERSION 1 - REVIEW 

REVIEWER Robert Carroll 
Vanderbilt University  
Nashville, TN, USA 

REVIEW RETURNED 29-Jun-2015 

 

GENERAL COMMENTS This manuscript describes the development of criteria to identify 
systemic lupus erythematosus (SLE) cases from Swedish register 
data. The authors combine a variety of input types and algorithm 
approaches to maximize performance.  
 
General Comments:  
1. This population is described or derived in a way that makes 
interpretation of algorithm performance difficult. Some of this could 
be rectified by clarifying the patient populations.  
 
a. Are patients who are members of these SLE cohorts, but do not 
meet the 1982 ACR criteria excluded entirely from all populations? 
The manuscript suggests that these cases “met at least four of the 
1982 ACR criteria,” but that is not a requirement to be a case in at 
least one of the referenced studies. For instance, only 80% of the 
patients in the KLURING group met the ACR criteria, which could 
greatly impact the performance measured by the algorithm.  
 
b. In the study describing the KLURING group, it is mentioned that 
their population includes “about 95% of the expected SLE cases in 
the catchment area of Linköping and ≥98% of all known SLE cases”. 
These estimates could explain some degree of the observed PPV 
deficit, which may be worth adding to the discussion.  
 
c. How were the non-case individuals matched?  
 
d. Were individuals with ICD codes for SLE but not in the case group 
excluded if they were randomly matched with a case that did not 
meet the censoring criteria, or were they matched specifically to a 
case that met the criteria?  
 
e. A flowchart or text description of the total case and non-case 
groups would be helpful, starting with the total eligible population 
and describing exclusions, etc.  
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2. The data mining approach section would benefit from clarification 
with respect to the parameters used in the model generation. In 
particular, which values were investigated and selected for α and λ 
for the LASSO and elastic net regression models? This matters 
especially with elastic net, where certain α values (1 in the case of 
glmnet) will result in the same models being built as with LASSO, 
which may explain the overlap observed.  
 
3. In supplementary table 1, the authors describe a long list of 
variables used in the study. These don’t completely match up with 
the results described in page 9, however. “Any outpatient visit” isn’t 
in the table, for instance. Is it referring to specialist visit or were there 
alternate formulations of the variables not described explicitly in 
supplementary table 1? Some of this may due to the thresholding 
approach of the classification trees, but it should not impact the 
regression models.  
 
4. For the best performing model that used continuous and multiple 
variables, what were the betas/odds ratios? Without this information, 
an independent researcher could not apply the described algorithm.  
 
5. Data transformations can be very helpful in creating meaningful 
and descriptive variables for use in these algorithms. The authors 
identify the strength of small diagnoses counts, for instance. In this 
case, log transformations of counts could improve the utility of the 
count variables by weighting the difference among lower counts of 
diagnoses while making differences in the higher range of values 
less important. This may yield improved results than the original 
continuous variables. The authors could consider these standard 
types of transformations to improve algorithm development.  
 
6. The authors describe the data mining techniques used as 
“objective” several places in the manuscript. The algorithms are 
objective in that they make deterministic selections based on input, 
but that input is very subjective. Adding techniques such as LASSO 
on top of biased input does not remove that underlying bias. The 
authors identified the patient groups and the variables available for 
the classification of those groups, so there was some degree of 
subjectivity to the “data mining”. The authors recognize this to some 
extent and describe on page 11, line 23 and following, that the 
results are heavily biased towards identifying the variable specialist 
clinic diagnoses as important as that variable is essentially a part of 
the case definition due to the ascertainment of cases from specialist 
clinics.  
 
7. The authors note in the sensitivity analysis that prevalence has a 
functional relationship to the outcomes measures used. Prevalence 
can also have a dramatic impact on the classification trees and 
regularized regression used in this study. This “class imbalance” 
problem is well documented in the literature. See Chris Drummond 
and Robert C. Holte’s “Exploiting the Cost (In)sensitivity of Decision 
Tree Splitting Criteria” for an example which shows how inconsistent 
Gini-based trees are with respect to class imbalance and selecting 
variables for splits. Rpart’s weights parameter may be one relevant 
approach to help manage this imbalance. Class imbalance could 
impact the feature identification through LASSO and elastic net 
regression in this study as well. With equal penalty for 
misclassification of each class (i.e., case and non-case), normal λ 
terms are likely to identify very few variables due to the high relative 
penalty of adding another variable versus correctly identifying more 
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of the greatly underrepresented class. These adjustments may have 
no impact given the high accuracy of the single parameter 
predictors, however.  
 
8. As mentioned in several points above, it’s difficult to tell how 
reliable these estimates are due to the case/non-case selection and 
the lack of algorithm implementation specifics. It appears from Table 
2 that every single male with an SLE ICD code in any patient care 
setting in the four county region has confirmed SLE. That seems 
worth noting in the text. Were there individuals excluded that led to 
this?  
 
9. Is it possible to investigate the approximately 23 individuals being 
misclassified as SLE cases in the best algorithms? That type of error 
analysis can be very valuable in these studies.  
 
Specific Comments:  
Page 3, line 52: Reference 3 actually requires >2 codes (i.e., at least 
3 codes), not >=2 codes (i.e., at least 2 codes).  
 
Page 7, line 17: Wouldn’t the authors desire to identify the least 
complex subtree with minimized error rates? Simpler trees tend to 
be more generalizable.  
 
Page 7, line 48: Is this in addition to the 10-fold cross validation? 
Was the 10-fold CV done inside the training sample and the results 
reported in the manuscript the performance on the test sample?  
 
Page 8, line 47: The phrasing here may be interpreted that these 
additions always improved performance, but not significantly. 
However, adding the time frame requirements on >=2 hospital 
admissions actually decreased performance in all three measures.  
 
Page 11, line 3: There have been efforts in RA to use “data-mining 
approaches”, including administrative data (and more). One example 
applying LASSO by Liao et al: 
http://www.ncbi.nlm.nih.gov/pubmed/20235204  
 
Page 12, line 22: Maximize the efficiency of what? This is the only 
place in the manuscript “efficiency” (or efficient) is mentioned.  
 
Table 2: The asterisks are difficult to use and seem to leave out 
females with elastic net. It is also hard to compare similar algorithms 
adding time constraints due to the way they are grouped, but this is 
a difficult problem to solve due to the large amount of results 
presented.   

 

REVIEWER Courtney Montgomery 
Oklahoma Medical Research Foundation  
United States 

REVIEW RETURNED 03-Sep-2015 

 

GENERAL COMMENTS The first major question is why is there a need to use sophisticated 
data analysis procedures (LASSO, CART, elastic net) when already 
achieving 97+% sensitivity? A full discussion of why the new tool is 
needed would be hugely helpful. Done correctly, you may increase 
sensitivity a few tenths of a percentage points.  
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Other issues :  
 
a. It is not clear what the authors did with CART. They state, “We 
built one very large tree and a group of smaller nested trees…” What 
does this mean? Perhaps the authors are not using the proper 
terminology. Do they mean they built one large tree, with several 
“branches” or “nodes?” Do they mean they built one large tree then 
subsequently “pruned” it to create different nested versions of said 
tree? Or are they creating one large tree (fully grown) then somehow 
creating additional trees that are somehow nested? What do these 
trees have to do with the big tree and what makes them nested?  
 
b. The authors state they “…identified the most complex subtree that 
minimizes the cross-validated misclassification rate” (emphasis 
added). Why the “most” complex? Standard statistical procedure 
dictates you choose the least complex to avoid overfitting. Given that 
the statistical algorithms performed poorly on cross-validation, it 
seems the training set was indeed overfit.  
 
2. It’s not clear how variable selection was performed for CART. I 
think fixing #1 will address this.  
 
3. Were the non-statistical procedures subjected to the “training” 
set? Are the numbers reported in the results section just on the CV 
sample? If so, the authors are giving the non-statistical algorithms 
and unfair advantage. If the statistical algorithms are subjected to a 
“trial” period where the vast majority of models are dismissed, why 
would you not do the same to the non-statistical algorithms? If only 
one statistical model makes it past the “trial” stage, yet 20 non-
statistical algorithms don’t have a trial stage, I’m not at all surprised 
that some of the non-statistical algorithms beat the statistical ones. 
By chance alone, the non-statistical algorithms are going to win. 
This, again, gives the non-statistical algorithms an unfair advantage. 
Both approaches need to be subjected to the same conditions if the 
authors wish to compare them.  
 
4. It seems the authors are using the statistical algorithms to select 
which variables are important, but they are not using the weights 
associated with the statistical algorithms. For lasso, for example, you 
might have a model that says, SLE = .88*(any outpatient) + .21*(any 
inpatient) + .55*(DMARD). The authors state that LASSO chose the 
model SLE = any outpatient OR any inpatient OR DMARD, but 
these aren't the same model. This section would benefit greatly from 
a thorough explanation of the intent of using LASSO as well as their 
selection of variables from it. Certainly, allowing biological evidence 
to help guide the interpretation of the statistics is acceptable, but this 
needs to be explained. A sit stands the methods seem to unfairly 
ignore the advantages of statistical algorithms and biases things in 
favor of the non-statistical “methods.”  
 
 
Minor comments:  
 
1. The authors needs to clearly delineate their decision trees (clinical 
algorithms) from the computational algorithms.  
 
2. Related to #1, the authors are not consistent in terminology. 
Sometimes they call them algorithms, sometimes definitions, etc.  
 
3. The authors build two separate models for males and females. 
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Might be better to include gender as a variable in the model and 
then stratify if needed. Gender likely matters but assessing this is a 
good "check".  
 
4. Page 8, line 40—should 0.984 read 0.981? 

 

VERSION 1 – AUTHOR RESPONSE 

Reviewer: 1  

This manuscript describes the development of criteria to identify systemic lupus erythematosus (SLE) 

cases from Swedish register data. The authors combine a variety of input types and algorithm 

approaches to maximize performance.  

General Comments:  

1. This population is described or derived in a way that makes interpretation of algorithm performance 

difficult. Some of this could be rectified by clarifying the patient populations  

 

 

We thank the reviewer for bringing this up. We have added a flowchart that more clearly outlines 

exclusions and how we arrived at the final study population as well as provided a reference to a 

recently published Cohort Profile (which we have also attached for your convenience) with a brief 

clarification/description.  

 

a. Are patients who are members of these SLE cohorts, but do not meet the 1982 ACR criteria 

excluded entirely from all populations? The manuscript suggests that these cases “met at least four of 

the 1982 ACR criteria,” but that is not a requirement to be a case in at least one of the referenced 

studies. For instance, only 80% of the patients in the KLURING group met the ACR criteria, which 

could greatly impact the performance measured by the algorithm.  

 

We agree looking back at the manuscript that this was confusing. We hope that the flowchart clarifies 

this point.  

 

b. In the study describing the KLURING group, it is mentioned that their population includes “about 

95% of the expected SLE cases in the catchment area of Linköping and ≥98% of all known SLE 

cases”. These estimates could explain some degree of the observed PPV deficit, which may be worth 

adding to the discussion.  

 

Good point. While the clinical cohorts themselves may not capture 100% of SLE cases in their 

regions, their purpose in the present study was to represent confirmed SLE cases to be our gold 

standard. We agree with the reviewer’s comment and have made a note in the discussion on page 12 

“However we cannot exclude the possibility that the high PPVs might reflect the coverage of the 

clinical cohorts.”  

 

c. How were the non-case individuals matched?  

 

As mentioned in response to #1 above, the SLINK Cohort Profile should help clarify this for readers 

interested in more details. However, we have also briefly mentioned this to aid the reader of the 

present manuscript. Page 5 now reads: “  

Individuals without SLE (non-cases) 17 years of age or older and living in Sweden as of January 1, 

2010 were identified from the Total Population Register in a separate large matched cohort. The non-

case population is derived from a large matched cohort that is the predecessor to the SLINK cohort 

{Arkema, 2015 #121} These individuals were originally selected to serve as population-based controls 

for a larger register-based matched cohort,{Arkema, 2015 #121} and were required to not have had 
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an ICD code for SLE at the time each matched case was diagnosed. Briefly, each register-identified 

SLE case, including the present study’s cases, was matched on birth year, sex, and county of 

residence to five individuals selected from the general population. The entire pool of general 

population comparators was eligible for inclusion the present study (n=81,974) but subject to the 

same exclusions as the cases. Furthermore, for this study, only individuals who utilized the healthcare 

system (inpatient or outpatient care for any reason) in one of the four clinical cohort counties were 

included (see Figure).”  

 

d. Were individuals with ICD codes for SLE but not in the case group excluded if they were randomly 

matched with a case that did not meet the censoring criteria, or were they matched specifically to a 

case that met the criteria?  

 

We hope that the revisions described above in 1.c and the flowchart clarify this matter.  

 

e. A flowchart or text description of the total case and non-case groups would be helpful, starting with 

the total eligible population and describing exclusions, etc.  

 

Thank you for the suggestion. We have added a flowchart and also clarified the underlying cohort that 

gave rise to our non-case sample.  

 

2. The data mining approach section would benefit from clarification with respect to the parameters 

used in the model generation. In particular, which values were investigated and selected for α and λ 

for the LASSO and elastic net regression models? This matters especially with elastic net, where 

certain α values (1 in the case of glmnet) will result in the same models being built as with LASSO, 

which may explain the overlap observed.  

 

We have made a number of edits to the manuscript to provide some additional details. Regarding 

LASSO we added the alpha value to the text “We obtained beta coefficients with the shrinkage 

parameter value that minimized the 10-fold cross-validated misclassification error using alpha set to 1. 

“ on page 7. Regarding elastic net the sentence “We tuned the value of alpha to obtain the model with 

the lowest mean squared error for lambda values” now reads ‘We conducted a grid search over a 

range of alphas (between 0 and 1, by intervals of 0.1), optimized lambda through cross validation for 

each alpha and selected the alpha with the lambda with lowest mean squared error.’ (pages 7-8)  

 

We also added the following to the results:  

‘For the latter approach [referring to elastic net] the selected alphas were 0.6 for the model for women 

and 0.5 for the model for men.’  

 

 

3. In supplementary table 1, the authors describe a long list of variables used in the study. These 

don’t completely match up with the results described in page 9, however. “Any outpatient visit” isn’t in 

the table, for instance. Is it referring to specialist visit or were there alternate formulations of the 

variables not described explicitly in supplementary table 1? Some of this may due to the thresholding 

approach of the classification trees, but it should not impact the regression models.  

 

Thank you for pointing out that the dichotomized ‘number of visits’ variables were not listed explicitly 

in the supplementary table. We have added ‘any outpatient visit with SLE code’ and ‘any 

hospitalization with SLE ICD code’ to the list of variables in the appendix. We have clarified this point 

in the text – outpatient and inpatient visits, as specified in the appendix table, correspond to visits 

where SLE is listed as one of the discharge diagnoses. We have made a number of small edits to 

clarify this in the manuscript, including page 9 “The LASSO model identified any SLE-coded 

outpatient visit as being the best predictor for SLE in this population.”  
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4. For the best performing model that used continuous and multiple variables, what were the 

betas/odds ratios? Without this information, an independent researcher could not apply the described 

algorithm.  

 

The comments from the reviewers were particularly helpful in the area of working with more precise 

language as it pertains to this area of clinical informatics and statistical learning and data mining 

methods. Our use of the word algorithm in the title and throughout the manuscript may have been 

misleading as our goal is to identify/choose predictors that would help us improve the classification 

and identification of SLE cases in the Swedish register data. Therefore the goal isn’t to have an 

algorithm and formula that can be applied but rather to have a collection of predictors that help 

independent researchers identify SLE patients in these kids of data. We have made numerous 

modifications to the language to address this throughout the manuscript.  

 

5. Data transformations can be very helpful in creating meaningful and descriptive variables for use in 

these algorithms. The authors identify the strength of small diagnoses counts, for instance. In this 

case, log transformations of counts could improve the utility of the count variables by weighting the 

difference among lower counts of diagnoses while making differences in the higher range of values 

less important. This may yield improved results than the original continuous variables. The authors 

could consider these standard types of transformations to improve algorithm development.  

 

We agree very much with the reviewer that transformations can help in the area of developing an 

algorithm to be applied. As the purpose of the present work was more about identifying predictors to 

be identify a register-based case definition we wanted to keep the “rule” simple. Given this comment 

and the previous comment, we understand that perhaps some modification to our language was 

necessary to direct the reader to our purpose of identifying predictors and case definitions and to 

steer away from the language of algorithm development. We have made numerous changes 

throughout the manuscript in an effort to address this confusion.  

 

6. The authors describe the data mining techniques used as “objective” several places in the 

manuscript. The algorithms are objective in that they make deterministic selections based on input, 

but that input is very subjective. Adding techniques such as LASSO on top of biased input does not 

remove that underlying bias. The authors identified the patient groups and the variables available for 

the classification of those groups, so there was some degree of subjectivity to the “data mining”. The 

authors recognize this to some extent and describe on page 11, line 23 and following, that the results 

are heavily biased towards identifying the variable specialist clinic diagnoses as important as that 

variable is essentially a part of the case definition due to the ascertainment of cases from specialist 

clinics.  

 

Good point. We have added the following statement to the discussion (page 12): “Furthermore, 

although data mining techniques are often considered objective, some subjectivity is introduced by 

the identification and selection of patient groups and the variables available for the classification.”  

 

7. The authors note in the sensitivity analysis that prevalence has a functional relationship to the 

outcomes measures used. Prevalence can also have a dramatic impact on the classification trees and 

regularized regression used in this study. This “class imbalance” problem is well documented in the 

literature. See Chris Drummond and Robert C. Holte’s “Exploiting the Cost (In)sensitivity of Decision 

Tree Splitting Criteria” for an example which shows how inconsistent Gini-based trees are with 

respect to class imbalance and selecting variables for splits. Rpart’s weights parameter may be one 

relevant approach to help manage this imbalance. Class imbalance could impact the feature 

identification through LASSO and elastic net regression in this study as well. With equal penalty for 

misclassification of each class (i.e., case and non-case), normal λ terms are likely to identify very few 
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variables due to the high relative penalty of adding another variable versus correctly identifying more 

of the greatly underrepresented class. These adjustments may have no impact given the high 

accuracy of the single parameter predictors, however.  

 

We have added a brief discussion of this limitation to our discussion as well (page 14): “Prevalence 

can also impact the data driven methods used in our study, resulting in class imbalance which may 

have led to the identification of fewer variables.”  

 

8. As mentioned in several points above, it’s difficult to tell how reliable these estimates are due to the 

case/non-case selection and the lack of algorithm implementation specifics. It appears from Table 2 

that every single male with an SLE ICD code in any patient care setting in the four county region has 

confirmed SLE. That seems worth noting in the text. Were there individuals excluded that led to this?  

 

We agree that this is an interesting finding and have added a brief discussion to page 11: “We also 

found that the case definition for males was simpler than for females, which may not be entirely 

unexpected. Given that SLE is more often considered a disease of women in their childbearing years, 

it may be that males will have more obvious and severe manifestations before the diagnosis of SLE is 

considered.”  

 

The flowchart that we have added should also demonstrate that it is unlikely a function of how 

individuals were selected into the study. However, we cannot exclude the possibility that by removing 

people with fewer than 4 ACR criteria we made it so that we were more likely to get people who had 

an ICD code for SLE.  

 

9. Is it possible to investigate the approximately 23 individuals being misclassified as SLE cases in the 

best algorithms? That type of error analysis can be very valuable in these studies.  

 

Thank you for this suggestion. As can happen in case control studies and the kind of sampling 

implemented in the underlying SLINK cohort, controls are at risk of becoming cases. The index date 

for matching/sampling was not January 1, 2010 but rather spanned the 1970s through 2000. The 

majority of these were identified as general population comparators (non-SLE) long before their first 

SLE coded visit in the outpatient register. In a small number of these (n=3) SLE may have been 

coded as a differential diagnosis, by mistake, or by chance, but the record strongly suggested 

rheumatoid arthritis. The majority of these had numerous visits with SLE coded by a rheumatologist, 

with comorbidities consistent with SLE such as nephritis, sicca, and ESRD. Two cases appeared to 

have another rheumatic autoimmune disease (systemic sclerosis and rheumatoid factor positive RA) 

but with SLE coded simultaneously in rheumatology at nearly every visit. Without reading through the 

clinical notes and accessing serology, it is difficult to determine whether these were genuine cases of 

overlap or multiple connective tissue diseases.  

 

We have briefly addressed this in the revised manuscript on pages 13: “An error analysis of the 23 

misclassified non-SLE revealed that nearly all of these cases appeared to be treated for extended 

periods of time in rheumatology clinics for SLE with comorbidities and complications characteristic of 

SLE: hypertension, sicca syndrome, nephritis, and end-stage renal disease.”  

 

Specific Comments:  

Page 3, line 52: Reference 3 actually requires >2 codes (i.e., at least 3 codes), not >=2 codes (i.e., at 

least 2 codes).  

 

Thank you. Because we are referencing multiple studies in this sentence we have corrected the 

sentence but made it more generic so as not to make the introduction wordier.  
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Page 7, line 17: Wouldn’t the authors desire to identify the least complex subtree with minimized error 

rates? Simpler trees tend to be more generalizable.  

 

We agree and have updated the manuscript to more adequately reflect our procedures.  

 

Page 7, line 48: Is this in addition to the 10-fold cross validation? Was the 10-fold CV done inside the 

training sample and the results reported in the manuscript the performance on the test sample?  

 

Yes, the reviewer is correct this is in addition to the 10-fold cross validation in our attempt to reduce 

overfitting.  

 

Page 8, line 47: The phrasing here may be interpreted that these additions always improved 

performance, but not significantly. However, adding the time frame requirements on >=2 hospital 

admissions actually decreased performance in all three measures.  

 

Thank you. We have rephrased this (now on page 9): Requiring visits to occur within one or two years 

and/or the addition of a medication (DMARD, NSAID, or glucocorticoid) decreased performance in all 

three measures.”  

 

Page 11, line 3: There have been efforts in RA to use “data-mining approaches”, including 

administrative data (and more). One example applying LASSO by Liao et al: 

http://www.ncbi.nlm.nih.gov/pubmed/20235204  

 

We have added this to the mention of parallel work in RA but also added the following sentence to the 

discussion highlighting one major difference between our work and that of Liao et al: “Unlike Liao et 

al{Liao, 2010 #122}, we did not have access to non-codified EMR data for the present study.”  

 

Page 12, line 22: Maximize the efficiency of what? This is the only place in the manuscript “efficiency” 

(or efficient) is mentioned.  

 

In hindsight this was a poor word choice and this parenthetical statement has been removed.  

 

Table 2: The asterisks are difficult to use and seem to leave out females with elastic net. It is also 

hard to compare similar algorithms adding time constraints due to the way they are grouped, but this 

is a difficult problem to solve due to the large amount of results presented.  

 

Thank you for your comment. We have removed the asterisks in Table 2.  

 

Reviewer: 2  

1. The first major question is why is there a need to use sophisticated data analysis procedures 

(LASSO, CART, elastic net) when already achieving 97+% sensitivity? A full discussion of why the 

new tool is needed would be hugely helpful. Done correctly, you may increase sensitivity a few tenths 

of a percentage points.  

 

This is a very good point! We had hoped that we would identify additional predictors. These methods 

are often used to create a model but we used them to identify predictors as others have done. We 

used these approaches with the hopes that additional important predictors would be identified.  

 

Other issues :  

a. It is not clear what the authors did with CART. They state, “We built one very large tree and a group 

of smaller nested trees…” What does this mean? Perhaps the authors are not using the proper 

terminology. Do they mean they built one large tree, with several “branches” or “nodes?” Do they 
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mean they built one large tree then subsequently “pruned” it to create different nested versions of said 

tree? Or are they creating one large tree (fully grown) then somehow creating additional trees that are 

somehow nested? What do these trees have to do with the big tree and what makes them nested?  

 

We built one large tree with several branches and then chose the sub-tree/nested tree which 

minimized the cross-validated misclassification rate.  

 

b. The authors state they “…identified the most complex subtree that minimizes the cross-validated 

misclassification rate” (emphasis added). Why the “most” complex? Standard statistical procedure 

dictates you choose the least complex to avoid overfitting. Given that the statistical algorithms 

performed poorly on cross-validation, it seems the training set was indeed overfit.  

 

We have updated the manuscript to more adequately reflect our procedures. Page 7 now reads “The 

optimal tree was chosen using 10-fold cross-validation by identifying the subtree that minimized the 

cross-validated misclassification rate.”  

 

2. It’s not clear how variable selection was performed for CART. I think fixing #1 will address this.  

 

We tried to clarify this in the methods on page 7 by replacing this sentence “We built one very large 

tree and a group of smaller nested trees using the Gini diversity index splitting criterion.” With “We 

built the tree using the Gini index to split nodes, with a minimum of 2 in any terminal node. We set the 

complexity parameter to zero so that there was no limit on amount of improvement of splits (no pre-

pruning). From the resulting tree, we then pruned down the ‘branches’ to where the cross-validated 

misclassification rate was the smallest.”  

 

3. Were the non-statistical procedures subjected to the “training” set? Are the numbers reported in the 

results section just on the CV sample? If so, the authors are giving the non-statistical algorithms and 

unfair advantage. If the statistical algorithms are subjected to a “trial” period where the vast majority of 

models are dismissed, why would you not do the same to the non-statistical algorithms? If only one 

statistical model makes it past the “trial” stage, yet 20 non-statistical algorithms don’t have a trial 

stage, I’m not at all surprised that some of the non-statistical algorithms beat the statistical ones. By 

chance alone, the non-statistical algorithms are going to win. This, again, gives the non-statistical 

algorithms an unfair advantage. Both approaches need to be subjected to the same conditions if the 

authors wish to compare them.  

 

We agree with the reviewer that the data-driven predictor identification was scrutinized more than the 

non-statistical approach. This was done in the hopes of reducing overfitting, however it may have 

given the latter an unfair advantage in a head-to-head comparison. We have added the following to 

the discussion “In this study, we penalized the data mining methods to avoid overfitting (through use 

of test and training datasets and cross-validation). This may have resulted in the statistical algorithms 

not performing the same as the non-statistical case definition methods, which we did not subject to 

the same scrutiny.” (page 12)  

 

4. It seems the authors are using the statistical algorithms to select which variables are important, but 

they are not using the weights associated with the statistical algorithms. For lasso, for example, you 

might have a model that says, SLE = .88*(any outpatient) + .21*(any inpatient) + .55*(DMARD). The 

authors state that LASSO chose the model SLE = any outpatient OR any inpatient OR DMARD, but 

these aren't the same model. This section would benefit greatly from a thorough explanation of the 

intent of using LASSO as well as their selection of variables from it. Certainly, allowing biological 

evidence to help guide the interpretation of the statistics is acceptable, but this needs to be explained. 

As it stands the methods seem to unfairly ignore the advantages of statistical algorithms and biases 

things in favor of the non-statistical “methods.”  
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The reviewer is quite right that our goal of using these methods was less to develop a model and 

more to identify variables/predictors, therefore we were not interested in the weights. As we have 

written in response to several comments from the reviewers (including Reviewer 1 #4 and #5) we 

have made numerous modifications to the manuscript to clarify that this work is less about a statistical 

algorithm or model and more about identification of variables to aid in identifying cases.  

We agree with the reviewer that the approach may have unfairly given the edge to the non-statistical 

definitions and have added this to the discussion: “In this study, we penalized the data mining 

methods to avoid overfitting (through use of test and training datasets and cross-validation). This may 

have resulted in the statistical algorithms not performing the same as the non-statistical case 

definition methods, which we did not subject to the same scrutiny.” (page 12) The “traditional 

approach” represents implementing case definitions used in the published literature to serve as a 

comparison. Our hope was that the data mining approaches would identify additional predictors, 

however we also acknowledge that this is somewhat limited by the subjectivity of our sample selection 

and the data provided for these methods. We have also added a brief discussion of this to the 

discussion section.  

Regarding the LASSO results, the manuscript reads “The LASSO model identified any [SLE-coded] 

outpatient visit as being the best predictor for SLE in this population. Using elastic net regression, the 

number of SLE outpatient visits, any SLE inpatient visit and any DMARD dispensing were identified 

as the best set of predictors.” (SLE-coded was a revision) – from our reading of this we do not see 

where the “OR” comes from. If we have missed something, we hope that the reviewer or editor will 

alert us as to where this misunderstanding is arising.  

 

Minor comments:  

1. The authors needs to clearly delineate their decision trees (clinical algorithms) from the 

computational algorithms.  

 

We hope that with the revised language, particularly with regards to the use of the word algorithm, this 

delineation is clear in our revision.  

 

2. Related to #1, the authors are not consistent in terminology. Sometimes they call them algorithms, 

sometimes definitions, etc.  

 

Thank you for highlighting this inconsistency. Based on the reviewer comments we have altered the 

language and now refer to these as case definitions rather than algorithms.  

 

3. The authors build two separate models for males and females. Might be better to include gender as 

a variable in the model and then stratify if needed. Gender likely matters but assessing this is a good 

"check".  

 

In SLE epidemiology, males and females are usually evaluated separately. There are a number of 

reasons we believe that different definitions are likely to be found for males and females. We have 

added a brief discussion of this to the manuscript with regards to the different case definitions 

identified in males and females. We also found that the case definition for males was simpler than for 

females, which may not be entirely unexpected. Given that SLE is more often considered a disease of 

women in their childbearing years, it may be that males will have more obvious and severe 

manifestations before the diagnosis of SLE is considered. (page 11)  

 

4. Page 8, line 40—should 0.984 read 0.981?  

 

Yes, thanks! 
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VERSION 2 – REVIEW 

REVIEWER Robert Carroll 
Research Assistant Professor  
Department of Biomedical Informatics  
Vanderbilt University Medical Center  
Nashville, TN, USA 

REVIEW RETURNED 13-Nov-2015 

 

GENERAL COMMENTS The authors present a revision of their work on creating case 
definitions for SLE patients from register data. This version of the 
manuscript addresses the primary concerns of the initial review. 
There is one point of clarity that could be addressed still:  
On page 4, line 50 and following, the authors indicate each SLE 
case was matched with five individuals from the general population. 
However, there is a 26:1 control to case ratio in this data set. It 
appears that the matching was done previously on a different case 
cohort. The subsequent filtering steps have yielded a control cohort 
that may no longer be well matched. The cohort descriptions on 
page 8 line 45 show a shift, though perhaps non-significant, in age 
and gender. The authors may wish to explain their decision to not 
match the case cohort under study, as this decision essentially 
differs from decisions made in the population control creation in the 
referenced SLINK cohort. While one can determine what was done, 
it may not be intuitive to readers that the “matched” control 
population would be matched based on another population as that 
mitigates some benefits of matching.  

 

VERSION 2 – AUTHOR RESPONSE 

 

We are glad that you felt that the comments were adequately addressed and are happy to comment 

on this last point of clarification. The reviewer is quite right that although the original cohort was 

matched 5 general population comparators to each possible SLE case, we broke the matching in this 

study and used all relevant controls and only used confirmed cases. This increased the number of 

controls and decreased the number of cases, making the ratio of cases larger than the original 5 to 1 

ratio.  

 

The SLINK cohort to which the reviewer refers identified all individuals seen in specialist outpatient 

care and in inpatient care in the national patient register with an SLE ICD code. This number is much 

larger than the number of cases included in our study from the clinical cohorts. We used the entire 

pool of general population controls, who had at least one visit in the patient register and lived in one of 

the four counties of interest, to increase power.  

 

The matching factors in the original cohort were age, sex, and county. The present study restricted to 

four counties where the clinical cases were diagnosed but did not consider the counties individually. 

However the other matching factors were considered in the analysis. Sex was used to stratify the 

sample such that in each of the models there was no variability on sex. This leaves birth year/age, 

which we included as a possible predictor. Therefore we did not preserve the matched risk sets in the 

analysis, but did consider the matching factors through restriction, stratification and as a variable in 

the models. We have added to page 5 the following sentence to describe our decision to break the 

matching: “To increase power, matching from the original SLINK cohort was not preserved, instead 

matching factors were considered in analyses.” 

 on M
ay 16, 2023 by guest. P

rotected by copyright.
http://bm

jopen.bm
j.com

/
B

M
J O

pen: first published as 10.1136/bm
jopen-2015-007769 on 4 January 2016. D

ow
nloaded from

 

http://bmjopen.bmj.com/

