
PEER REVIEW HISTORY 

BMJ Open publishes all reviews undertaken for accepted manuscripts. Reviewers are asked to 

complete a checklist review form (http://bmjopen.bmj.com/site/about/resources/checklist.pdf) and 

are provided with free text boxes to elaborate on their assessment. These free text comments are 

reproduced below.   

 

ARTICLE DETAILS 

TITLE (PROVISIONAL) Accessing primary care Big Data: the development of a software 

algorithm to explore the rich content of consultation records 

AUTHORS MacRae, Jayden; Darlow, Ben;  McBain, Lynn; Jones, Olivia; 
Stubbe, Maria; Turner, Nikki; Dowell, Anthony 

 

VERSION 1 - REVIEW 

REVIEWER Jane Taggart 
Centre for Primary Health Care and Equity, University of NSW, 
Australia 

REVIEW RETURNED 03-May-2015 

 

GENERAL COMMENTS A thorough study and well written manuscript.  
I only have a few comments and questions that could be considered 
in the final manuscript.  
Wondering if there should be a statement on how patient 
confidentiality was addressed, unless patient names were not 
included in the extracted consultation notes?  
What possible reasons were there for the lower sensitivity? Wheeze 
ill had high Sn and Sp. Is this due to greater use of the Read Codes 
by GPs? - Other diagnostic categories with low incidence had low 
Sn.  
Were there differences in accuracy between primary care centres?  

 

REVIEWER Weiqi Wang 
Stanford university 

REVIEW RETURNED 10-May-2015 

 

GENERAL COMMENTS In this paper, authors tried to test the performance of their approach 
on clinical data analysis. To do that, they extracted three 
independent sets of 1200 child consultation records in a semi-
supervised way from 36 primary care practices in New Zealand. The 
authors then manually constructed a set of golden-standard rules 
and use them to measure the sensitivity, specificity, positive 
predictive value, and F-measure; during the tests the blind-screen 
were imposed to minimize the bias. The general methodology is ok, 
especially the hard work of two clinical experts, each manually 
verifying 3600 cases, is appreciated. The approach, after properly 
polished further, has a potential to be applied to other areas of 
clinical data analysis.  
 
Concerns:  
1. The title is too “big”. This specific paper is only about data 
analysis on a specific small area of clinical realm, so it should clearly 
address keywords such as “children”, “respiratory” in the title.  
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2. The term “big data” tends to be over-quoted nowadays, so it is in 
this paper title. Technically, Big Data refers to the data that grows 
too big and too fast that even cause storage problem; whereas the 
data in this study is of a reasonably big size to “ordinary” analysis, it 
really does not fit the concept here. That said, I do not intend to 
attack it, as many other people made the same false-call nowadays; 
I would suggest substituting “big data” with “large clinical dataset” 
though.  
3. the reference to PROSAIC is not clear – by a google search of 
“PROSAIC natural language” the first page doesn‟t even have it. 
Authors may also wanna justify why they chose this specific 
software over its competitors.  
4. Table 3. Most sensitivity values were not impressive (around 0.55 
with lower CI of 0.4), but the Positive predictive value is high maybe 
because of the exceling specificity; this may be discussed further. 
Moreover, the author should also report negative predictive value, 
even if the values were not impressive (clarify it as limitation in that 
case). The authors stated repeatedly that the algorithm is “to 
estimate the prevalence of these conditions in primary care; it is not 
designed to make or inform clinical diagnoses”, which is appreciated 
as a safety declaration and should be kept.  
5. Minor: suggest random X-cross validation instead of making one 
training and one test set; then the rules with higher confidence value 
can be used to compare with the golden-standards. This suggestion 
is not compulsory though. 

 

REVIEWER Liaw, Siaw-Teng 
UNSW Medicine  
Australia 

REVIEW RETURNED 15-May-2015 

 

GENERAL COMMENTS This study uses a standard approach to develop, test and validate 
an algorithm. However, the Algorithm should be explicitly described, 
along with the parameters used and any relevant definitions. Any 
equations developed should be published. The statement that the 
Algorithm was designed to "replicate clinical judgements rather than 
make independent classifications" need to explained, preferably 
using the underlying equations. Claims were made about PROSAIC, 
especially the description of the Algorithm as a NLP algorithm, 
without any details to justify the reliability and validity of the tool. If it 
is extracting data, especially unstructured data, from multiple EHRs, 
there should at least be some details on how it deals with the lack of 
semantic and interoperability standards.  
The performance of the algorithm is based on features. Features 
used should also be clearly described e.g. symptoms, diagnosis, 
section information, lexical information, abbreviations, or any 
orthographic features. The features described here are dependent 
on correct and consistent data, which has not been assessed here. 
Relevant aspects of data quality (DQ) should always be described in 
any research using EHR information.  
The 3 data sets are randomly selected consultations NOT patients. 
How do you deal with more than one consultation from the same 
patient? This suggests that prevalence estimates may not be valid.  
A systematic search of the literature to identify evidence to compare 
with the GP experts' assessment of the data was described, but little 
details given. Similarly the analysis needs better description than 
just a statement that R was used. There was inconsistency in the 
description of the units of the datasets as being children or 
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consultations. If this methodology is aimed at estimating burden of 
illness, then the verification and validation of data quality indicators 
is an important part of the methodology, which should be reported. 

 

VERSION 1 – AUTHOR RESPONSE 

Reviewer: 1  

 

Jane Taggart  

Institution and Country Centre for Primary Health Care and Equity, University of NSW, Australia  

 

A thorough study and well written manuscript.  

 

I only have a few comments and questions that could be considered in the final manuscript.  

 

1) Wondering if there should be a statement on how patient confidentiality was addressed, unless 

patient names were not included in the extracted consultation notes?  

 

We thank Dr Taggart for highlighting that we had not been sufficiently clear about how patient 

confidentiality was handled. Patient names were not included in the extracted data. Everyone in New 

Zealand has a unique National Health Index number which is used to match individuals across data 

sets. All data used for this study was handled and analysed within the primary health organisation 

which routinely handles identifiable health information and consequently has rigorous protocols in 

place to ensure patient confidentiality. The research team external to the PHO never had access to 

any identifiable data. We have added explanations to reflect this to the manuscript.  

 

Methods: Setting: Para 3  

Patient names were not included in the extracted dataset, but each consultation record was 

associated with an individual‟s unique National Health Index (NHI) number. This enables records to 

be matched between datasets. All datasets were held and analysed within the PHO which routinely 

handles identifiable health information and consequently has rigorous protocols in place to ensure 

patient confidentiality. No identifiable data was ever accessed by the research team external to the 

PHO.  

 

2) What possible reasons were there for the lower sensitivity? Wheeze ill had high Sn and Sp. Is this 

due to greater use of the Read Codes by GPs? - Other diagnostic categories with low incidence had 

low Sn.  

 

The algorithm was to deliberately designed to maximise specificity, as explained within the 

methodology section of the paper. The way in which the algorithm works is that, beyond an optimal 

point, specificity is gained at the expense of sensitivity as the algorithm struggles to disambiguate 

ever increasing subtleties in language. This resulted in overall lower sensitivity for each of the 

classifications. We have clarified this in the methods:  

 

Methods: Algorithm development and training: Training and testing the algorithm: Para 1:  

Beyond an optimal point, specificity is gained at the expense of sensitivity as the algorithm struggles 

to disambiguate ever increasing subtleties in language.  

 

The classification of conditions was based on prescribed medications, read coding and the description 

of symptoms in clinical narrative. It is likely that Wheeze Illness had a both high specificity and 

sensitivity because medications and described symptoms were highly predictive for Wheeze Illness 

and few other conditions. We know from other research we have undertaken (currently under 
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consideration for publication) that Read coding of acute presentations in general practice in New 

Zealand is low and therefore we don‟t believe that the metrics for classifying Wheeze Illness were 

improved overly by the presence of Read Codes. We have clarified this in the discussion:  

 

Discussion: Strengths: Para 1:  

It is likely that the Algorithm had both high specificity and sensitivity for classifying Wheeze Illness 

because the medications prescribed and symptoms described were highly predictive for Wheeze 

Illness and few other conditions.  

 

3) Were there differences in accuracy between primary care centres?  

 

We did not consider the differences between any primary care centres but specifically designed our 

methodology to ensure that it was validated across a generalised data set. Overall we used records 

from 30 practices (out of the total of 36 included in the study) for inclusion in either the training, test or 

validation sets. Any one practice and practitioner contributed no more than 4% of records to the total 

training, test and validation set pool.  

 

   

Reviewer: 2  

 

Weiqi Wang  

Institution and Country Stanford University  

 

Please leave your comments for the authors below  

 

In this paper, authors tried to test the performance of their approach on clinical data analysis. To do 

that, they extracted three independent sets of 1200 child consultation records in a semi-supervised 

way from 36 primary care practices in New Zealand. The authors then manually constructed a set of 

golden-standard rules and use them to measure the sensitivity, specificity, positive predictive value, 

and F-measure; during the tests the blind-screen were imposed to minimize the bias. The general 

methodology is ok, especially the hard work of two clinical experts, each manually verifying 3600 

cases, is appreciated. The approach, after properly polished further, has a potential to be applied to 

other areas of clinical data analysis.  

 

Concerns:  

1. The title is too “big”. This specific paper is only about data analysis on a specific small area of 

clinical realm, so it should clearly address keywords such as “children”, “respiratory” in the title.  

 

We thank Dr Wang for his comment about the title. This paper is about the development of a 

methodology to explore the content of primary care consultation notes. Although this was validated 

with a respiratory example amongst children, the methodology is applicable to other clinical areas and 

can be scaled to much larger populations. For this reason we believe that it is appropriate to have a 

title which is very broad. When this methodology is used to analyse data related to specific 

populations, the publication titles will reflect this to ensure these reflect the content of the publications  

 

2. The term “big data” tends to be over-quoted nowadays, so it is in this paper title. Technically, Big 

Data refers to the data that grows too big and too fast that even cause storage problem; whereas the 

data in this study is of a reasonably big size to “ordinary” analysis, it really does not fit the concept 

here. That said, I do not intend to attack it, as many other people made the same false-call nowadays; 

I would suggest substituting “big data” with “large clinical dataset” though.  

 

Although the term Big Data is in vogue, we believe that the data which this algorithm is designed to 
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explore constitutes big data. The data set to which this algorithm will be applied includes 

approximately four million unstructured consultation records. We estimate this would take about 

thirteen years of full time clinician work to classify manually, during which time another 8 million 

records would be generated. The methodology and software we describe can be scaled to 

significantly larger data sets.  

 

3. the reference to PROSAIC is not clear – by a google search of “PROSAIC natural language” the 

first page doesn‟t even have it. Authors may also wanna justify why they chose this specific software 

over its competitors.  

 

The addition of the term „health‟ to the Dr Wang‟s google search would have resulted in PROSAIC 

being the top search result. Our reason for using this software was that it had previously been 

successful in solving similar problems of classifying acute general practice presentations from clinical 

narrative. In addition, the research team had expertise with this software and because it had been 

developed by the local PHO involved in the research it was able to be further adapted and refined for 

this study. We have justified this in the methodology:  

 

Methods: Algorithm development and training: Para 1  

The PROSAIC system was chosen because: i) it had been successfully used previously to solve 

similar problems of classifying acute general practice presentations from clinical narrative; ii) the 

research team had expertise with this software; and iii) as it had been developed by the local PHO 

involved in the research it was able to be further developed and refined for this study.  

 

4. Table 3. Most sensitivity values were not impressive (around 0.55 with lower CI of 0.4), but the 

Positive predictive value is high maybe because of the exceling specificity; this may be discussed 

further. Moreover, the author should also report negative predictive value, even if the values were not 

impressive (clarify it as limitation in that case).  

 

We thank Dr Wang for raising this comment, which is related to Comment 2 from Dr Taggart. The goal 

of algorithm development was to maximise specificity. This was to ensure that when the algorithm is 

applied to large datasets that the results being analysed contain the condition of interest and that the 

burden of disease is not over-estimated. Given that policy decisions will be made based upon these 

analyses it is more important that we have a high degree of confidence that those being analysed 

have the condition of interest, even if this means missing some individuals with the condition (false 

negatives), than we include (and make decisions based upon) the characteristics of individuals who 

do not actually have the condition (false positives). We have included negative predictive values and 

associated confidence intervals in our results table for completeness. Given these are relatively high, 

we have not commented in these within the limitations.  

 

Table 3:  

Additional column added for negative predictive values  

 

5. The authors stated repeatedly that the algorithm is “to estimate the prevalence of these conditions 

in primary care; it is not designed to make or inform clinical diagnoses”, which is appreciated as a 

safety declaration and should be kept.  

 

We thank Dr Wang for supporting the inclusion of this phrase.  

 

6. Minor: suggest random X-cross validation instead of making one training and one test set; then the 

rules with higher confidence value can be used to compare with the golden-standards. This 

suggestion is not compulsory though.  
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We thank Dr Wang for this suggestion. We have already designed and conducted our study and to 

incorporate this methodological change at this stage would require us to undertake the majority of the 

validation again. Because the validation was the significant burden of work we cannot incorporate this 

suggestion at this stage. We will, however, keep this suggestion in mind for future work in this field.  

 

   

Reviewer: 3  

 

ST Liaw  

Institution and Country UNSW Medicine, Australia  

 

Please leave your comments for the authors below  

 

1. This study uses a standard approach to develop, test and validate an algorithm. However, the 

Algorithm should be explicitly described, along with the parameters used and any relevant definitions.  

 

We thank Professor Liaw for his interest in the detail of the algorithm. We consider that technical 

descriptions such as these are not appropriate for a journal with a general readership such as BMJ 

Open. This paper is intended as a description of the wider study methodology rather than the 

technical detail of the algorithm. We note that the other reviewers have not requested this detail. A 

manuscript which describes the algorithm development and includes the information requested by 

Professor Liaw (and that pertinent to comments 2, 3, 5) is currently under review by a medical 

informatics journal. We have referenced this in the current manuscript.  

 

Methods: Algorithm development and training: Para 1  

The way in which this algorithm processes data has been described with reference to identifying 

influenza-like illness [manuscript under review].  

 

2. Any equations developed should be published.  

 

Please see our response to comment 1.  

 

3. The statement that the Algorithm was designed to "replicate clinical judgements rather than make 

independent classifications" need to explained, preferably using the underlying equations.  

 

We thank Professor Liaw for the opportunity to expand upon the way in which the algorithm is 

designed to operate. This statement does not pertain to specific equations as such, but rather to the 

philosophy that the most accurate currently available method to identify the conditions which have 

been managed within a clinical consultation is the assessment of these consultation notes by two 

independent clinical experts. Consequently, the algorithm has been designed to make the same 

judgements as expert clinicians assessing clinical notes (the gold standard). Given that this statement 

is made in the very brief „Strengths and Limitations‟ bullet point, we do not consider that this is the 

right place to provide extra detail. Rather, we have clarified this in the methods section of the 

manuscript.  

 

Methods: Algorithm development and training: Gold standards: Para 2  

The aim of algorithm development was to enable the algorithm to make the same judgements as 

expert clinicians (the gold standard) when assessing clinical notes.  

 

4. Claims were made about PROSAIC, especially the description of the Algorithm as a NLP algorithm, 

without any details to justify the reliability and validity of the tool. If it is extracting data, especially 

unstructured data, from multiple EHRs, there should at least be some details on how it deals with the 
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lack of semantic and interoperability standards.  

 

The purpose of this paper is to i) set out the methodology we used and ii) to describe the reliability 

and validity of both using PROSAIC and the clinical algorithm in combination to classify respiratory 

illness. These  

results are presented within the paper.  

 

PROSAIC operates on raw, clinician entered clinical narrative. It does not extract data from the EHR 

but another specialised system is used for this purpose (IQE), which is also described in the 

background (paragraph 4). IQE has been used by the local PHO for over a decade to extract, 

transport and load EHR data directly from the various EHR systems in use in New Zealand. The IQE 

software is the interoperability layer between the EHR and reporting systems.  

 

5. The performance of the algorithm is based on features. Features used should also be clearly 

described e.g. symptoms, diagnosis, section information, lexical information, abbreviations, or any 

orthographic features.  

 

Please see response to comment 1.  

 

6. The features described here are dependent on correct and consistent data, which has not been 

assessed here. Relevant aspects of data quality (DQ) should always be described in any research 

using EHR information.  

 

We thank Professor Liaw for pointing out the need to further clarify the accuracy of the ETL (Extract, 

Transport, and Load) software we use. The software used to extract, transport and load the EHR data 

has been in use within the PHO in the practices involved in the study for over a decade. This software 

is the same which is used to collect data to report upon continuous quality improvement initiatives 

within the PHO and at a national level. We have clarified this in the background in paragraph 4. We 

have previously commented on the known poor quality of clinical coding in the Background in 

paragraph 5. This was a key driver for the development of the methodology described.  

 

Background: Para 4  

IQE is routinely used for extraction and transmission of EHR datasets from the general practices to 

the PHO for quality indicator and administrative purposes. Its ability to extract, transport, and load 

data accurately and consistently has been established over a decade of use by the PHO.  

 

7. The 3 data sets are randomly selected consultations NOT patients. How do you deal with more 

than one consultation from the same patient? This suggests that prevalence estimates may not be 

valid.  

 

Professor Liaw is correct that these are randomly selected consultations not patients. We have 

clarified this in the study aim. However, we consider that we have been very clear throughout the 

manuscript that the unit of analysis is consultations. The methodology is designed to estimate the 

prevalence of respiratory conditions in primary care (i.e. consultations) rather than in the community 

(i.e. people). We are able to measure unique individuals (and aggregate individuals‟ consult notes) by 

use of a unique reference number (the National Health Index; NHI) extracted as part of the data set. 

This will allow us to count patients and estimate episodes of illness using previously established 

condition specific natural history data. These factors will be presented and discussed when the full 

analysis of the data set is presented. This is not the focus of the current paper which is designed to 

describe and validate the methodology. For this purpose consultations are the smallest unit of 

analysis and therefore the most important aspect for which to validate the methodology.  
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Background: para 6  

This study aimed to extend the use of PROSAIC to identify childhood respiratory conditions within 

primary care consultations by building an algorithm to classify the unstructured clinical narrative 

written by clinicians.  

 

8. A systematic search of the literature to identify evidence to compare with the GP experts' 

assessment of the data was described, but little details given.  

 

The results of the systematic search of the literature were merely used to help ensure that no 

anomalies were included in the training set data related to the individual symptoms and combinations 

of symptoms. This was in addition to the opinions of three clinical experts. This is not important for the 

replication or evaluation of our methodology. We do not consider that further detail is required.  

 

9. Similarly the analysis needs better description than just a statement that R was used.  

 

The analyses conducted are described in the subsequent two paragraphs. This statement just 

describes the software programme used. We consider that it is standard practice to reference the 

software used.  

 

10. There was inconsistency in the description of the units of the datasets as being children or 

consultations.  

 

We thank Professor Liaw foe expressing his concern. We agree that it is important to clearly identify 

the unit of analysis. In reviewing the manuscript we consider that there is only one instance where we 

have not clearly identified if we are referring to children or consultations. When referring to the 

„Normal hours‟ cohort, we are indeed referring to children rather than consults. When discussing 

algorithm performance we have always referred to consultations (with children from this cohort).  

Under implications for clinical practice we had stated „The Algorithm will be used to provide an 

accurate estimate of the prevalence of respiratory conditions in primary care for children under 18 

years of age.‟ We consider that this is accurate, but have made it more explicit by adding the term 

„consultations‟.  

 

Discussion: Implications for clinical practice and future research  

The Algorithm will be used to provide an accurate estimate of the prevalence of respiratory condition 

consultations in primary care for children under 18 years of age.  

 

11. If this methodology is aimed at estimating burden of illness, then the verification and validation of 

data quality indicators is an important part of the methodology, which should be reported.  

 

Please see our response to comment 6. 

VERSION 2 – REVIEW 

REVIEWER Jane Taggart 
Centre for Primary Health Care and Equity, University of NSW, 
Australia 

REVIEW RETURNED 24-Jun-2015 

 

GENERAL COMMENTS The methods are well described however the description of the 
algorithm is limited which would make it difficult for someone not 
involved in the team to repeat it - a more detailed description of the 
algorithm would be needed for this purpose but may not be 
necessary for this paper, particularly given a technical paper has 
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been submitted elsewhere.  
 
The clarification that no identifying information was extracted and the 
protocols in place address the ethical issues around patient 
confidentiality.  
 
While you state that any one practice or practitioner contributed no 
more than 4% of the consultation records if you were to use this 
algorithm across practices in NZ there may be differences in 
terminology and data quality that could effect the accuracy of the 
algorithm. Can the algorithm and the process used pick up these 
differences?   

 

REVIEWER Wang, Weiqi 
Stanford University 

REVIEW RETURNED  23-Jun-2015 
 

 

GENERAL COMMENTS I have no further concern to the article.  

 

VERSION 2 – AUTHOR RESPONSE 

Reviewer: 1  

 

Reviewer Name Jane Taggart  

Institution and Country Centre for Primary Health Care and Equity, University of NSW, Australia  

 

Please leave your comments for the authors below  

Thank you for your reply and edits to the manuscript based on the comments made previously.  

 

Comment 1) The methods are well described however the description of the algorithm is limited which 

would make it difficult for someone not involved in the team to repeat it - a more detailed description 

of the algorithm would be needed for this purpose but may not be necessary for this paper, 

particularly given a technical paper has been submitted elsewhere.  

 

Author response: We thank Dr. Taggart for her further review of our methodological description. As 

Dr. Taggart has described, our method in this paper has set out our approach and high level themes 

in using this algorithm. We do not feel that a detailed description of the algorithm operation would be 

appropriate for the readership of this paper. As discussed, a technical paper that describes the 

algorithm in more detail (as it was used in another study) is currently under review.  

 

Comment 2) The clarification that no identifying information was extracted and the protocols in place 

address the ethical issues around patient confidentiality.  

While you state that any one practice or practitioner contributed no more than 4% of the consultation 

records if you were to use this algorithm across practices in NZ there may be differences in 

terminology and data quality that could effect the accuracy of the algorithm. Can the algorithm and the 

process used pick up these differences?  

 

Author response: We thank Dr Taggart for her interest. The key question is whether there is regional 

variation within New Zealand in the way in which clinical narrative is recorded that exceeds the 

variation in the way providers record their clinical narrative within a specific region. We have no 

specific evidence to answer this question. However, it must be noted that there are only 2 medical 

schools in the NZ, consequently most students travel away from their home region to attend medical 
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school and subsequently move around the country during the vocational training and subsequent 

careers. All NZ trained GPs undertake their vocational training through the same entity (the Royal 

New Zealand College of GPs) and as such have common learning objectives and competencies. 

Consequently, we consider that there is unlikely to be substantial regional variation within NZ due to 

training. We consider that there are more likely to be differences between urban and rural general 

practice (where more internationally trained GPs practice) and between normal hours and out-of-

hours practices (where GPs record their notes in more detail because they realise that these will likely 

be read by others), than between regions. The sample with which we validated the algorithm included 

both rural and out-of-hours practices. Regardless of this, regional variation in the recording of clinical 

narrative would have to be greater than individual variations to have any substantial effects on the 

results.  

 

We have added a note to the discussion to clarify diversity of the sample used for algorithm training, 

testing, and validation.  

 

“Care was taken to ensure that the sample of clinical narrative used for algorithm training, testing and 

validation taken from the study population was random and avoided contributing to overtraining or 

bias. This sample included practitioners from urban and rural settings, as well as normal hours and 

out-of-hours practices to account for differences in clinical notation.”  

We have acknowledged that there is inherent error in algorithm detection of symptoms and 

classification of diagnoses, and we have accounted for these errors in our final population level 

calculations (to be presented in a subsequent paper). 

 

VERSION 3 - REVIEW 

REVIEWER Jane Taggart 
University of New South Wales, Australia 

REVIEW RETURNED 03-Aug-2015 

 

GENERAL COMMENTS Thank you for your comments regarding the revision.  
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