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GENERAL COMMENTS This is a very good study. The authors have done a very good job in 
proposing and developing the ALERT scale. The model is well 
discriminative where ROC area > 0.70, i.e., 0.83. However, the 
desirable characteristics of risk-adjusted mortality predictors are that 
they be time-insensitive predictive instruments and not affected by 
whether a patient is hospitalized, based on data collected in the 
usual care of patients, calibrated with a high degree of precision, 
independent of the diagnosis-related groups system, and open for 
inspection and testing. Utopian though these criteria may be, many 
scoring systems are based on rigorous research and have reported 
excellent calibration and discrimination. So how does this ALERT 
scale different from other “risk-mortality predictors” scale? What 
advantage does it have over other existing scales, besides the ease 
of data collection? The study limitations have to be made clear.  
The authors also mentioned that the ADL was prospectively 
modified to increase discrimination. Can the authors kindly explain 
how it increases the discrimination by adding an intermediate 
variable, and how it affects the final model.  
Some minor corrections need to be made according to authors’ 
instructions.  
1. Multiple references in the text should be separated by a comma 
and should be after a punctuation mark with no space.  
2. If there are more than three authors, name only the first three 
authors and then use et al.  
3. Follow the referencing style given in authors instructions.  
4. Write out the full term for an abbreviation at first use followed by 
its abbreviation in parenthesis.  
5. Is there any trial registration number for this study?if yes, then 
kindly mention it. 
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REVIEWER Gilles Clermont 
University of Pittsburgh  
United-States 

REVIEW RETURNED 26-Sep-2014 

 

GENERAL 
COMMENTS 

Thank you for the opportunity to review the manuscript “The ALERT Scale: A 
Retrospective Observational Study of Early Prediction of Adverse Hospital Outcome 
for Medical Patients” by Robert and co-authors. The analysis draws from a large 
database, use data elements derived from well-known tools and easy to extract on 
admission. The manuscript is an interesting read and I do have the following 
comments to offer.  
 
Major comments:  
 
• Over time, calibration would be expected to suffer more than discrimination. Indeed, 
it is less likely that an aging tool will show re-ranking of risk across the population 
(which would impact discrimination) than bias in prediction risk which it well known to 
happen over time (we hope it is because we provide better care!). Therefore, it would 
be important to report data on calibration performance over time.  
• Regarding the extensive results on cut-off values and sensitivity/specificity: it is 
unclear how this helps understand the data on how this would be used. There are 
objective way to derive cut-off values, especially in a health care context where the 
costs associated with bad choices can be estimated. The authors might be interested 
in 
https://www.autonlab.org/autonweb/16455/version/2/part/5/data/WhitePaper_Introduc
tion_to_ROC.pdf?branch=main&language=en, which, admittedly, is a bit more 
involved than the unassuming title suggests. Indeed, it seems like the cost 
associated with not admitting a patient that requires ICU care is considerably more 
than a soft admission which can be quickly discharged after initial assessment. So, 
arbitrarily choosing a threshold where sensitivity=specificity appears not to be 
grounded in a clinically sound rationale.  
• It would seem that, as a follow-up to the above point, some attempt should have 
been made to investigate performance in subgroups of patients. Specifically, it would 
seem that patients admitted from electively would have a very different risk that, for 
example, ICU transfers, and that would not be necessarily conveyed by the current 
choice of risk factors.  
• The development cohort is old. The authors should discuss whether the data could 
have been used in a way that better leverages more recent data. Indeed, it seems 
like an opportunity is lost. For example, one could have used the middle time period 
and larger cohort to re-estimate coefficients, still preserving a large out-of-sample 
cohort for external validity. This could have yielded useful information on drift and 
potentially confirm, eliminate some of the weaker associations.  
 
Minor comments:  
 
• Figure 1 graphs seem to be direct imports from some software, with the ensuing 
font discrepancies and renaming ROC (Chat-statistic) as C-index. Review for 
consistency.  
• What is Table 2 reporting coefficients and standard errors, rather than odds ratios 
and confidence intervals as is more commonly done and arguably, more informative.  
• Not sure what table 3B is meant to convey distinctively, or adds to 3A.  
• Table 4 is repetitive of text  
• Would the information from Table 5 help model accuracy if included? (e.g. APACHE 
III seemed to benefit from admission diagnosis information)  
• Although the authors list the need to resort to an equation to compute risk, the 
ubiquitous availability of mobile devices makes a system such as ALERTS well suited 
for app development. Severity scores (such as APACHE) typically map model odds 
ratios of coefficients to integer scores, entailing a lack of fidelity to the model, thus 
accuracy. The actual equation, as a mobile application, does not have this liability. 
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Predictions can also be readily be integrated in modern EHR systems. 

 

VERSION 1 – AUTHOR RESPONSE 

 
Reviewer #1 
 
Many scoring systems are based on rigorous research and have reported excellent calibration and 

discrimination. So how does this ALERT scale differ from other “risk‐mortality predictors” scale? What 
advantage does it have over other existing scales, besides the ease of data collection? 
 
We discussed the ease of data collection in our manuscript because we felt that this was a large 
advantage of the ALERT scale.  In fact, in our four hospital sites, all data used in our scale except 
ADL was already routinely collected, and was not collected just for purposes of this study. The ADL 
was simple to add to our routine admission data collection.  
 
We also tested our model extensively and found that it was robust across both time (we tested it in 
two 3+ year time periods) and space (we tested it in 4 hospitals). 
 
We have added the following to the introduction: 
 
The primary advantage of our model is that data needed to inform the model is likely to be already 
collected on admission in most hospitals, or easily added to data collected on admission.  
 
To the Conclusions, we have added: 
 
The ALERT scale is a better scoring system than those identified in previous studies because it 

includes easily collectable data at the time of admission, does not require diagnosis, which is often 

difficult to correctly identify at the time of admission, and is the only one that includes a measure of 

function, the ADL scale, which is independently associated with outcome.   It could therefore be used 

as a practical decision aid in determining admission disposition. Further, the ALERT scale proved to 

be a good predictor of outcome over time, an eight year period, as well as in both teaching and 

community hospital settings.   To our knowledge this has not been replicated by other proposed 

models. The ALERT validation patient population was also larger than that used in other studies.  In 

addition, the ALERT scale allows the user to set their own cut off point based on local conditions to 

determine what level of risk should allow admission to higher and lower monitoring inpatient setting.  

This will allow users to better utilize their resources.  This flexibility is not something that developers of 

the other scales have suggested. Finally, our discrimination met or exceeded that found in other 

models.  For example, while our c-statistic (ROC) was 0.83 in the model development site, and 

ranged from 0.75 to 0.81 in each of the 8 validation periods/sites, the c-statistic in the 3 validation 

sites for the model described by Prytherch et al
1
 was 0.78, 0.76 and 0.75. The c-statistic in the model 

described by Olsson et al
2
 was 0.85, similar to ours, but their Hosmer Lemeshow Goodness of Fit chi-

square (calibration) was 62, much higher than the goodness of fit chi-square that we found in our 

development site and higher than the goodness of fit chi-square in most of our validation sites. High 

goodness of fit chi-squares indicate a lack of fit of the model to data. 

 
The study limitations have to be made clear. 
 
We have highlighted the limitations paragraph in the paper, just before the conclusions paragraph.  
We have now added a subtitle “Limitations” just above this paragraph. 
 
 
The authors also mentioned that the ADL was prospectively modified to increase discrimination. Can 
the authors kindly explain how it increases the discrimination by adding an intermediate variable, and 
how it affects the final model. 
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We felt that the scale would benefit from a clear distinction between people requiring complete 
dependency to perform a task, and those who are completely independent. For this reason, we have 
added the intermediate “assistance required” category. Without this intermediate category, we would 
be forced to classify everybody as completely independent, or less than completely independent 
which is a wide category. 
 
In order to assess the impact of that this additional category for ADL had on our model, we have 
grouped “assistance required” and “complete dependency” together and recalculated our best-fitting 
model in our model-development site.  The original model coefficients are provided in Table 2 of our 
paper.  The new model coefficients are: 
 

ADLScore with 2 levels namely Indep=0, Minor/Major=6 
 Analysis of Maximum Likelihood Estimates 

Parameter DF Estimate 

Standard Wald 

Pr > ChiSq 

Error 
Chi-

Square 

Intercept 1 -3.2915 1.0914 9.0949 0.0026 

gender 1 0.1428 0.1107 1.6654 0.1969 

CCIScore 1 0.0702 0.016 19.2056 <.0001 

ADLScore_06 1 0.0508 0.00553 84.5762 <.0001 

GCS 1 -0.215 0.0283 57.652 <.0001 

age 1 0.0649 0.0226 8.2705 0.004 

age2 1 -0.00038 0.000178 4.5202 0.0335 

HR 1 0.0181 0.0025 52.4387 <.0001 

RR 1 0.0641 0.00926 47.9587 <.0001 

WBC 1 0.0295 0.00551 28.6253 <.0001 

SBP 1 -0.0433 0.0105 17.0878 <.0001 

sbp2 1 0.000129 0.000039 10.954 0.0009 

 
 
Using this new model, our best cut-off (providing the highest sensitivity and specificity for predicting 
an adverse event) is 0.094.  The sensitivity and specificity would be 74.9% and 74.6%.  The 
goodness of fit chi-square is 8.34 (prob=0.4006) and ROC is 0.828. 
 
We also ran the model with no ADL in it at all.  In this version, the goodness of fit chi-square 
increased to 16.41, indicating a poorer fit with data, and the ROC decreased to 0.80, indicating poorer 
discrimination. 
  
The discrimination and calibration found when using ADL with 2 categories was very similar to that 
which we presented in the paper, using 3 categories for ADL. For this reason, if the editors wish, we 
would be happy to update the paper with this modified model (using 2 categories for ADL, rather than 
3). 
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MINOR COMMENTS: 
1. Multiple references in the text should be separated by a comma and should be after a punctuation 
mark with no space. 2. If there are more than three authors, name only the first three authors and 
then use et al.  3. Follow the referencing style given in authors instructions. 
 
We apologize. We had the correct formatting but the formatting somehow reverted to that of BMJ (as 
opposed to BMJ Open) before our original submission. We have followed updated our references to 
follow the BMJ Open guidelines. 
 
 
4. Write out the full term for an abbreviation at first use followed by its abbreviation in parenthesis. 
 
We have read through the manuscript looking for all first instances of an abbreviation and ensured 
that we have written out the full term first, followed by the abbreviation in parentheses. Several 
modifications were made to the manuscript for this purpose. 
 
 
 
5. Is there any trial registration number for this study? if yes, then kindly mention it. 
 
There was no external funding nor trial registration number for this study. 
 
 
 
 
Reviewer #2 
 
MAJOR COMMENTS: 
 
Over time, calibration would be expected to suffer more than discrimination. Indeed, it is less likely 

that an aging tool will show re‐ranking of risk across the population (which would impact 
discrimination) than bias in prediction risk which it well known to happen over time (we hope it is 
because we provide better care!). Therefore, it would be important to report data on calibration 
performance over time. 

 
The details of the goodness-of-fit (Ĉ) statistic are provided in Table 3 for the development population. 
We have added the Ĉ-statistic and p-value (but, due to space, not all of the details that are provided 
in Table 3) for each of the validation populations (4 hospitals and 2 time periods) in the text of the 
manuscript. 
 
In the Methods, we have reworded this sentence: 
 
“The model was evaluated using admissions from each of the 4 hospital study sites and 2 time 
periods, using the Hosmer-Lemeshow goodness-of-fit test.” 
 
To read: 
 
“The calibration of the model was evaluated using admissions from each of the 4 hospital study sites 
and 2 time periods, using the Hosmer-Lemeshow goodness-of-fit test.” 
 
In the Results, we have added the following paragraph: 
 
“Although the discrimination of the model was similar across the 4 validation sites and two validation 

periods, calibration of the model declined with time (data not shown in tables). During the 2005-2008 

validation period, the Hosmer_lemeshow goodness-of-fit statistics (Ĉ) were: 81.99 (p<0.01) in TH2, 

13.34 (p=0.22) in CH3, 17.62 (p=0.06) in CH4, and 20.66 (p=0.03) in TH1B. During the 2009-2012 

validation period, the corresponding Ĉ-statistics were: 92.31 (p=<0.01) in TH2, 55.93 (p=<0.01) in 

CH3, 67.34 (p=<0.01) in CH4, and 55.81 (p=<0.01) in TH1B. The lower the Ĉ-statistic and higher the p-

value, the better the model fits with the data.” 
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In the Discussion, we have added the following: 
 
“Whether calibration or discrimination should be prioritized when evaluating the performance of a 
model is an on-going debate

3-5
. Calibration of our model declined with time. Indeed, as medical 

technology improves, one would expect that the risk of an adverse event would decline across all 
patients. Thus, one would expect that the calibration of a model, which classifies individuals into 
specific risk bands, would decline. Because the model discrimination remained stable over time, 
however, we feel that our model would be a valuable tool for many years. This is because, while the 
risk of adverse event among the entire patient population (hopefully) declines over time in most 
hospitals, we found that our model consistently (across time and site) distinguished the relative risk of 
adverse event across patients with different characteristics and medical histories.” 
 
  
Regarding the extensive results on cut‐off values and sensitivity/specificity: it is unclear how this helps 
understand the data on how this would be used. There are objective way to derive cut‐off values, 
especially in a health care context where the costs associated with bad choices can be estimated. 
The authors might be interested in 
https://www.autonlab.org/autonweb/16455/version/2/part/5/data/WhitePaper_Introduction_to_ROC.pd
f?branch=main&language=en, which, admittedly, is a bit more involved than the unassuming title 
suggests. Indeed, it seems like the cost associated with not admitting a patient that requires ICU care 
is considerably more than a soft admission which can be quickly discharged after initial assessment. 
So, arbitrarily choosing a threshold where sensitivity=specificity appears not to be grounded in a 
clinically sound rationale. 
 
We agree with the reviewer that the cost of not admitting a patient that requires ICU care is 
substantially higher than the cost of admitting a patient that does not require ICU care. We also agree 
that choosing a threshold where sensitivity=specificity was somewhat arbitrary. However, our goal 
was to present the model and explain the model in enough detail to allow each hospital administration 
team to choose cut-offs (for high, medium, or low-risk patients in a potentially multi-tiered care 
system) that would work in their unique situation. For example, a remote hospital site with few 
physicians and nurses may out of necessity need to increase the cut-off that they associate with initial 
admission to the highest level of care monitoring.  Depending on their unique situation, they may 
decide that all but the highest risk patients would be monitored, but at a lower intensity. This may 
differ from the cut-offs used in urban areas with more medical staff and more hospital beds. 
 
 
It would seem that, as a follow‐up to the above point, some attempt should have been made to 
investigate performance in subgroups of patients. Specifically, it would seem that patients admitted 
from electively would have a very different risk that, for example, ICU transfers, and that would not be 
necessarily conveyed by the current choice of risk factors. 
 
This is an excellent comment. In our sites, there are no elective admissions.  However, we do have 
patients admitted from different sources such as ICU transfers, from other emergency departments, or 
from the other sources of admission included in our data (rural hospitals, nursing stations, other 
hospital services). Although most (~80%) originated in Emergency departments, there were 
differences in the proportion of patients admitted from various sources at our 8 validation 
sites/periods.  The fact that we had similar sensitivity and specificity of our model across the 8 
validation sites/periods provides indirect evidence that our model performs equally well across these 
different admission places.  
 
Although we have not modified the manuscript in response to this comment, we have descriptively 
analyzed the admission place of patients to the four hospitals used in our model validation. The 
proportion of admissions from different places was not the same at each of the 4 sites and 2 time 
periods. For example, in our model development population 7.6% of admissions were ICU transfers. 
In the 2005-2008 period, the percent of admissions that were ICU transfers ranged from 7.1% to 8.1% 
in the 4 sites.  In the 2009-2012 period, 6.9%, 6.2%, 6.4%, and 6.9% of admissions in the 4 sites, 
respectively, were ICU transfers. 
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The development cohort is old. The authors should discuss whether the data could have been used in 
a way that better leverages more recent data. Indeed, it seems like an opportunity is lost. For 

example, one could have used the middle time period and larger cohort to re‐estimate coefficients, 
still preserving a large out‐of‐sample cohort for external validity. This could have yielded useful 
information on drift and potentially confirm, eliminate some of the weaker associations. 
 
We agree that the development cohort is old. However, we see this as a positive, not a negative, 
aspect of our model.  The ALERT scale has successfully stood the test of time. This is seen by similar 
discrimination performance in both validation periods (2009-2012 and 2005-2008) to that found in our 
original model development period (2003-2005). Calibration, as expected, has decreased with time, 
as quality of care and medical technology has improved. We have emphasized in the manuscript the 
robustness of the ALERT scale to both time and space (4 different hospital sites).  
 
MINOR COMMENTS: 
 
Figure 1 graphs seem to be direct imports from some software, with the ensuing font discrepancies 
and 

renaming ROC (Chat‐statistic) as C‐index. Review for consistency. 
 
The C-index on our original Figure 1 referred to the ROC statistic, in which the closer it is to 1.0, the 
better the discrimination of the model. This differs from the C-hat statistic, which is from the Hosmer-
Lemeshow goodness-of-fit calibration. 
 
To reduce confusion, we have changed the C-index labels in Figure 1 to read ROC. 
 
 
 
Why is Table 2 reporting coefficients and standard errors, rather than odds ratios and confidence 
intervals as is more commonly done and arguably, more informative. 
 
We agree with the reviewer that with logistic regression, odds ratios and confidence intervals are 
easier to interpret than coefficients. Unfortunately, because our model includes the statistically 
significant quadratic (non-linear) terms for both age and systolic blood pressure, odds ratios cannot 
be given for each variable.  For example, the impact of each additional year of age on the odds of 
adverse outcome, depends on the base age.  That is, for example, the impact of being age 51 
compared to age 50, is not the same as the impact of being age 71 compared to age 70. 
 
One could, however, calculate the OR for any given specific age difference, using the coefficients. 
 
For example, the OR of adverse outcome for a person aged 51 compared to aged 50 is: 
 

exp(51 ∗ 0.068 + 512 ∗ (−0.0004))

exp(50 ∗ 0.068 +502 ∗ (−0.0004))
= 1.028 

 
However, the OR of adverse outcome for a person aged 71 compared to aged 70 is: 
 

exp(71 ∗ 0.068 + 712 ∗ (−0.0004))

exp(70 ∗ 0.068 +702 ∗ (−0.0004))
= 1.012 

 
This is the reason that we have provided coefficients, rather than odds ratios, in our table. It is 
because the non-linear items make odds ratios impossible to report as a single number in the table. 
 
That said, for items that only have a linear component, we could ease interpretation for readers by 
providing the ORs.  The ORs, in these simple cases, are just the exponent of the coefficient. We have 
modified Table 2 to include ORs where possible. 
 
 
Not sure what table 3B is meant to convey distinctively, or adds to 3A. 
 
Table 3A provides the details for the overall fit of our model to data. 
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We feel that Table 3B is key to informing hospital administrators how they may wish to alter the 
ALERT scale cut-offs for their individual needs.  With the cut-off that we used for portions of this paper 
to explain the model (cut-off of 0.088), for example, we can see from the final column of Table 3B that 
approximately 32% of patients would be flagged. We see that approximately 32% would be flagged 
because this corresponds to the predicted probability of an adverse outcome of 8-9% (first column of 
Table 3B). In some settings, it may be infeasible to flag 32% of their patients. Conversely, as this 
reviewer pointed out in an earlier comment, not flagging those in need is a more serious error than 
overly flagging populations with lower risk. So, if possible, in some settings, it may be decided to 
reduce the flag cut-offs. This table allows Users of the ALERT scale to make informed decisions 
about their flag levels. That is, it allows Users to estimate the sensitivity, specificity, and total percent 
of patients that would be flagged at different flag levels.  
 
 
 
Would the information from Table 5 help model accuracy if included? (e.g. APACHE III seemed to 
benefit from admission diagnosis information) 
 

When developing the model, we assessed the elements described in Table 5. 
 
 
 
Table 4 is repetitive of text 
 
We thank the reviewer for pointing this out, and we agree. The text in question has been modified so 
that it now just summarizes Table 4. Table 4 provides details. 
 
 
 
Although the authors list the need to resort to an equation to compute risk, the ubiquitous availability 
of mobile devices makes a system such as ALERTS well suited for app development. Severity scores 
(such as APACHE) typically map model odds ratios of coefficients to integer scores, entailing a lack of 
fidelity to the model, thus accuracy. The actual equation, as a mobile application, does not have this 
liability. Predictions can also be readily be integrated in modern EHR systems. 
 
We have provided a website address in the paper (just before the conclusions), so that those using 
the model could enter the required information on the website and obtain the estimated probability of 
adverse event. Although we do not have an app for this model, we have tested using the website from 
cell phones, and have found that it can be easily accessed and simple to use from both Android and 
Blackberry phones. 
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