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GENERAL COMMENTS This is an interesting study of data quality conducted in a south 
African setting with high HIV prevalence. It tackles an important 
methodological question, with several public health implications. It is 
well done and well written. However, more details are needed about 
the reference dataset they use. Also, the authors draw unwarranted 
conclusions from the results they present. In particular, they suggest 
that the self-reported survey data on age differences between 
partners are of good quality. This is not the case in their study, since 
they found sensitivity/specificity levels far off the 100% mark. 
Similarly, the generalizability of their findings beyond south Africa is 
highly questionable since vital registration systems in south Africa 
are MUCH stronger than in other parts of the continent. I thus 
suggest they revise the manuscript to provide a more careful 
description and assessment of their findings.  
 
Quality of the reference dataset:  
- Much more detail is needed on how age information is obtained in 
the ACDIS dataset. Do respondents or household informants report 
ages of individuals included in the analyses? Are national 
identification numbers / cards obtained and seen by the interviewer, 
or are the ID numbers just reported by the respondents? How often 
do reported dates of birth differ from the dates inferred from the 
national ID number (i.e., first six digits)?  
- On page 7, the authors report that dates of birth are corrected and 
checked annually. But on which basis? How do they determine 
which report contains the most accurate date of birth when there are 
discrepancies between consecutively reported dates of birth? The 
authors should describe how often age data are corrected in the 
ACDIS dataset, to which extent, and the characteristics of 
respondents whose date of birth had to be revised over time.  
- More generally, I find it rather a big leap to call these ACDIS data a 
“gold standard”. In many cases, attribution of national ID number will 
take place long after birth in rural sub-Saharan settings, thus 
opening the door to all sorts of errors and heaping in officially 
recorded dates of birth. Is that the case in south Africa? How long 
after birth do children obtain a national ID number? Did that change 
before/after Apartheid? The authors should discuss all these factors 
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and provide a more sober assessment of the quality of age data in 
the ACDIS dataset. They should also discuss how errors in the 
ACDIS dataset potentially affect the results of their analysis. I 
suggest they abandon “gold standard” and talk about “reference 
dataset” instead.  
- Rather than national ID number and dates that figure on national ID 
documents, one would ideally want to check birth certificates. Are 
those available for (at least) a subset of the ACDIS population? If so, 
the authors could conduct additional analyses that would increase 
the robustness of their findings.  
- Related to this, we need a thorough description of the South 
African birth registration system and attribution of ID numbers, 
including before the end of Apartheid since a number of respondents 
and/or their partners will have been born during apartheid era.  
- The authors should report heaping analyses for the self-reported 
data on age of respondent. These analyses should be conducted at 
the time of entry into the ACDIS dataset, since this is the time at 
which age is measured and heaping can be detected. If described at 
a later date, analyses of heaping are confounded by follow-up 
duration.  
 
 
Data analysis:  
- The authors should spend a lot more time describing the dispersion 
of the distribution of reporting errors. The mean/median difference is 
only one parameter. Large variations in the size of errors may 
disproportionately affect our subsequent representation of epidemic 
dynamics, since in sexual networks a small number of key central 
relationships may disproportionately contribute to transmission. In 
figures 1 & 2, one can see large errors in both directions and the 
distributions seem over-dispersed, this should be described and 
discussed. The discussion section of the paper briefly describes 
heteroscedasticity in these reports. This is one important aspect, 
which should be described much more predominantly in the results 
section and should be discussed more carefully in the discussion 
section.  
- In analyses of improvements in reporting over relationship duration, 
why focus only on first and last report? Fixed-effects analyses can 
be included with all relevant observations.  
- Supplementary figure 2b is highly misleading and should not be 
included or used by the authors as a way to suggest that the 
reported data on age differences are of good quality. A heaped (thus 
erroneous) distribution of reported age differences is compatible with 
a smooth distribution of inferred partner ages if the age distribution 
of respondents is itself smooth. So Whipple‟s index as reported here 
(101.9) says more about the distribution of respondents‟ self-
reported ages, than about the frequency of errors in reported age 
differences. Highly misleading and should be removed. Instead, the 
authors should focus on supplementary figure 2a.  
 
 
Discussion:  
- I find the discussion highly misleading, for several reasons. First, 
the authors quickly conclude that “individuals provided accurate 
assessments of the age-disparity between themselves and their 
sexual partners”(p. 12, lines 6-8). This is unsubstantiated by the 
study‟s findings and should be rephrased much more carefully. This 
conclusion seems to be reached on the basis of the 1-year median 
difference between partner-reported and self-reported age cited 
below. But this omits the fact that these errors may be much larger 
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(see discussion of dispersion of errors above in this review). 
Similarly, the values of sensitivity and specificity reported table 2 are 
far from perfect. Especially, in a setting where age-disparate are as 
prevalent as in SA, they may imply a fairly large number of 
misclassified age discrepancies in relationships. The authors should 
report the positive/negative predictive values derived from these 
figures, and how they would change across different levels of 
prevalence.  
- Related to this last point, the authors should extensively discuss 
and analyze how the observed levels of errors may lead to bias in 
analyses of the impact of age-disparate relations on HIV risk. In 
particular, the levels of sensitivity/specificity reported in table 2 are 
highly likely to lead to attenuation bias in analyses of age-disparate 
relationships as a risk factor. The authors should specify this and 
restate their conclusions to show that even though levels of 
misreporting are lower than in the Malawi study, they may still affect 
the conclusions drawn from the self-reports of age differences 
between partners re: impact of age differences on hIV risk.  
- The authors should also discuss the possibility of differential 
reporting errors, i.e., situations when the direction and magnitude of 
reporting errors depend on the HIV status of one or both partners. 
Such errors have complex effects since they may bias the estimates 
of relative risk associated with age differences either upward or 
downward.  
- The comparison with the Malawi study is welcome, but should 
carefully assess the differences between the two studies. In 
particular, the Malawi study also includes a number of casual 
relationships, in which knowledge of partner‟s age may be lower. 
This may explain the lower accuracy estimated in the Malawi study.  
- The sentence on pages 12-13 suggesting that evidence suggests 
“behavior more private than a partner‟s age is reliably reported 
across sub-Saharan Africa” is just wrong. There are countless, much 
more recent, references that show otherwise. This statement should 
be withdrawn.  
- The generalizability of these findings should be discussed very 
carefully. How can these results extend to other parts of rural south 
Africa? Urban south Africa? Other countries in sub-Saharan Africa? 
With respect to the latter, the authors should emphasize that the 
timeliness and completeness of vital registration is much lower in 
other countries than it is in south Africa. It is thus not possible to 
conclude, on the basis of their results, that self-reported survey data 
on age differences are of good quality and can be used for 
epidemiological studies.  
 
 
 
Smaller points:  
In the introduction, the increased risk, at least in the case of HIV, 
primarily stems from the fact that the older partner is more likely to 
be infected.  
 
On line 37: The objective of the campaigns is not to stigmatize these 
relationships, but rather to prevent them. Stigmatization may be an 
unintended consequence, but not a primary objective. 

 

REVIEWER Audrey Pettifor 
University of North Carolina at Chapel Hill, USA 

REVIEW RETURNED 23-Jun-2014 
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GENERAL COMMENTS This is an important paper on a large, longitudinal dataset. It is well 
written and contains unique information to be able to answer the 
proposed question on partner age.  
 
The authors need to be clear in the discussion and introduction that 
they are evaluating this for „main‟ partners as it is a limited set of all 
partners out there.  
 
How were conjugal partners actually identified in the dataset (e.g. 
those reporting the partner as a spouse or main partner?) What 
were the criteria?  
 
What proportion of total partnerships reported were classified as 
conjugal?  
 
Why were only those who reported an age disparity in the analytic 
sample? It seems if the point is to validate if there is error in partner 
age reporting wouldn‟t one want to know if those reporting no age 
differences also did that correctly? One might hypothesize that if 
social desirability bias is at play those reporting no age difference 
may be more likely to be „lying‟ than those reporting an age 
difference?  
 
Based on the sensitivity and specificity results in Table 2, it seems 
that perhaps asking individuals to report the exact age of their 
partner may be more accurate than an approach where they are 
asked to categorize their partner‟s age (e.g. 5-10 years older, >10 
years older)..perhaps because of the potential of making an error 
around the cut off? The authors don‟t comment on this but certain in 
the SA context the data seems to suggest that for main partners 
asking the exact age maybe more accurate than categories? 

 

VERSION 1 – AUTHOR RESPONSE 

Reviewer: 1 

This is an interesting study of data quality conducted in a South African setting with high HIV 

prevalence. It tackles an important methodological question, with several public health implications. It 

is well done and well written. However, more details are needed about the reference dataset they use. 

Also, the authors draw unwarranted conclusions from the results they present. In particular, they 

suggest that the self-reported survey data on age differences between partners are of good quality. 

This is not the case in their study, since they found sensitivity/specificity levels far off the 100% mark. 

Similarly, the generalizability of their findings beyond South Africa is highly questionable since vital 

registration systems in South Africa are MUCH stronger than in other parts of the continent. I thus 

suggest they revise the manuscript to provide a more careful description and assessment of their 

findings. 

Quality of the reference dataset: 

1. Much more detail is needed on how age information is obtained in the ACDIS dataset. Do 

respondents or household informants report ages of individuals included in the analyses? Are national 

identification numbers / cards obtained and seen by the interviewer, or are the ID numbers just 

reported by the respondents? How often do reported dates of birth differ from the dates inferred from 

the national ID number (i.e., first six digits)? 
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On page 7, the authors report that dates of birth are corrected and checked annually. But on which 

basis? How do they determine which report contains the most accurate date of birth when there are 

discrepancies between consecutively reported dates of birth?  

Date of birth for an individual is obtained from two sources. First, when individuals are 

enrolled into the surveillance as members of a household, a household informant is asked to 

report the individual‟s date of birth. This information can be provided from memory, or from 

knowledge gained from inspection of a national identification book. Interviewers request to 

see the identification book if possible, and if they see it they record the national identification 

number from it. As a result, if the national identification number is recorded, the date of birth 

reported and the date of birth in the book will be identical save data entry errors. 

Second, each year all adults above the age of 15 are individually interviewed about a range of 

demographic factors and behaviors. During these interviews, individuals are asked to verify 

their date of birth as recorded in the past. Again, individuals are asked to produce their 

national identitifcation book card and then, if the book is not available, to report their date of 

birth. If the date is different from that previously recorded, the new date replaces the old one.  

Since this dataset requires health interview data, all respondents‟ dates of birth will have been 

verified by the individual; and since almost everyone has a government-issued identification 

book, the recorded source for almost everyone in the study sample (>99%) is their 

identification book.  

We have adjusted the Methods text to make these steps explicit (p6-7): 

 We used data from the Africa Centre demographic information system (ACDIS), a 

longitudinal, population-based open cohort maintained through a demographic 

surveillance site covering a predominantly rural area of the uMkhanyakude district, 

KwaZulu-Natal.[27] ACDIS has been collecting household demographic data since 2000 

from a key informant in each household, initially two and now three times per year. 

When an individual is first registered, their date of birth is requested to the greatest 

accuracy known (e.g. day, month, quarter, year) and the source of this information 

(national identification number, seen by interviewer; national identification, unseen by 

interviewer; memory, self; memory, other person) recorded. and their national 

identification number registered if available. This date of birth is verified at each 

subsequent demographic surveillance visit. A record is also made at each 

demographic surveillance visit of the start or end date of any new conjugal 

relationships formed or ended by women within the household, again to the greatest 

accuracy known, as well as whether the relationship is marital. (Conjugal relationships 

are defined as long-lasting and committed relationships “married or regular sexual 

partners who are members of the same household, regardless of their place of 

residence”.[28]) Conjugal relationship records allow the linkage of each partner to the 

ACDIS database. 

Since 2005 ACDIS has invited all those aged over 15 to respond to an annual General 

Health survey, which includes sexual history questions. For each of their three most 

recent sexual relationships respondents report: how much older or younger the 

partner is, measured in single years; the relationship type (spouse, regular partner, 

casual partner or previous spouse/regular partner); and date of last sex if the 

relationship has ended. These questions are asked independently of the conjugal 

relationship records. Within the entire ACDIS, approximately 15% are spousal, 65% 

regular, 5% casual and 15% previous partners. At each General Health interview 

individuals are also asked to verify their date of birth; if it differs from the recorded 

value, the new date and its source replace the previous values based on the report by 
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another household member. In our dataset, 6.6% of respondents updated their date of 

birth between 2005 and 2013; this figure was significantly higher in younger age 

groups but did not differ by sex (Supplementary Table 1). Since ownership of the 

identification book is very high in this community, the recorded source for date of birth 

for almost all (>99%) of our analytic sample respondents (who by definition have 

completed a health survey) and their partners was the national identification number – 

either seen or unseen. 

 

2. The authors should describe how often age data are corrected in the ACDIS dataset, to which 

extent, and the characteristics of respondents whose date of birth had to be revised over time. 

The timing of changes to dates of birth in the ACDIS dataset is not captured by the system, 

and since new entries overwrite old ones, it is not possible to track changes continuously 

through time. We were able to obtain „snapshots‟ of the dataset at two time points – one very 

early in the analytic period (19 March 2005); the other very late (1 July 2013). From these two 

snapshots we were able to compare „changers‟ and „non-changers‟ in the dataset over the 

intervening period. We looked at differences by age and sex in Supplementary Table 1, and 

highlight the findings in the article text (p7): 

Since 2005 ACDIS has invited all those aged over 15 to respond to an annual General 

Health survey, which includes sexual history questions.  For each of their three most 

recent sexual relationships respondents report: how much older or younger the 

partner is, measured in single years; the relationship type (spouse, regular partner, 

casual partner or previous spouse/regular partner); and date of last sex if the 

relationship has ended. These questions are asked independently of the conjugal 

relationship records.  Within the entire ACDIS, approximately 15% are spousal, 65% 

regular, 5% casual and 15% previous partners.  At each General Health interview 

individuals are also asked to verify their date of birth; if it differs from the recorded 

value, the new date and its source replace the previous values based on the report by 

another household member. In our dataset, 6.6% of respondents updated their date of 

birth between 2005 and 2013; this figure was significantly higher in younger age 

groups but did not differ by sex (Supplementary Table 1). Since ownership of the 

identification book is very high in this community, the recorded source for date of birth 

for almost all (>99%) of our analytic sample respondents (who by definition have 

completed a health survey) and their partners was the national identification number – 

either seen or unseen. 

 

3. More generally, I find it rather a big leap to call these ACDIS data a “gold standard”. In many cases, 

attribution of national ID number will take place long after birth in rural sub-Saharan settings, thus 

opening the door to all sorts of errors and heaping in officially recorded dates of birth. Is that the case 

in South Africa? How long after birth do children obtain a national ID number? Did that change 

before/after Apartheid?  

We have added a detailed description of the national ID number process, both before and after 

Apartheid ended, in the Methods section (p8-9): 

As background, since 1992, national identification numbers have been issued as part 

of the birth registration process.   Birth certificates are issued directly at regional 

hospitals or based on a hospital or midwife-issued birth record for other births. The 

identification number is then transferred from the birth certificate to the identification 

 on M
ay 16, 2023 by guest. P

rotected by copyright.
http://bm

jopen.bm
j.com

/
B

M
J O

pen: first published as 10.1136/bm
jopen-2014-005638 on 6 M

arch 2015. D
ow

nloaded from
 

http://bmjopen.bmj.com/


book, which is issued from age 16. Prior to 1992, birth certificates did not contain the 

identification number and were commonly only obtained several years after birth – 

often in order to attend school. Late applications for birth certificates required the 

production either of the original hospital record for the birth, or written testimony by a 

traditional leader (in a rural area) attesting that the child was known to be the woman‟s 

child and stating the date of birth, discerned using event calendars. 

Nationally, the proportion of births registered in the year of birth rose from 46% in 1992 

to 79% in 2012; and registration completeness within 5 years is 98%.[29] In 

uMkhanyakude district completeness of birth registration in the same year was 73% in 

2012, with more than half of all late registrations occurring in the subsequent year. 

These data suggest that while errors in dates of birth are likely to be present in some 

national identification numbers, particularly those for older individuals, the majority of 

national identification numbers are an accurate reflection of a person‟s year of birth. 

 

The authors should discuss all these factors and provide a more sober assessment of the quality of 

age data in the ACDIS dataset. They should also discuss how errors in the ACDIS dataset potentially 

affect the results of their analysis. 

We have added text to the Discussion regarding the strengths and weaknesses of the ID 

numbers (p21): 

There are, however, also several some limitations. First, our analysis relies on the 

accuracy of various data, in particular on self-reported dates of birth, which in turn rely 

heavily on the national identification number issued to each South African citizen. As 

highlighted in the Methods, the relative strength of the South African modern vital 

registration system means that most young South Africans have had a fixed record of 

their date of birth since the first month of their life. However for those non-White 

citizens (i.e. all of this population) over the age of 20, such dates of birth may only have 

been assigned later, typically around the time of school entry – and may thus be 

measured with error.  

And we address the possible weaknesses of the ACDIS age data more broadly, and their 

potential impact on the results shown (p21-22): 

Second Third, despite careful efforts to match conjugal relationships with partners 

reported through the General Health survey, it is likely that some of the matches will be 

false positives, since we cannot absolutely verify that the actual and reported age 

disparities are for the same partner. However, since such measurement error is likely 

to be random, its effect would be to reduce age-report concordance, and thus our 

results should represent a „worst case‟ scenario. 

Third Finally, the Bland-Altman and Lin approaches only evaluate validity insofar as 

the reference dataset measure is correct. We may worry that the „actual‟ age disparity 

used in this analysis is incorrect, due to respondents either not knowing their own age, 

or choosing not to provide it. The former is unlikely Unintentional error should be 

limited, given that dates of birth are well-known in this area, and the surveillance 

program provides multiple opportunities to correct errors. Intentional misreporting 

should also be limited, since own age is requested as part of demographic 

surveillance, rather than in the context of sexual behavior, where social desirability 

might play a role. In neither case is there a clear reason to expect these misreports of 

own age to be differential by relationship age disparity, and thus the presence of such 
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errors should again make our findings a „worst case‟. To the extent that such errors 

exist, however, our methods evaluate agreement rather than validity. 

 

I suggest they abandon “gold standard” and talk about “reference dataset” instead. 

In line with the reviewer‟s suggestion we have changed from „gold standard‟ to „reference 

dataset‟ throughout the manuscript. 

 

4. Rather than national ID number and dates that figure on national ID documents, one would ideally 

want to check birth certificates. Are those available for (at least) a subset of the ACDIS population? If 

so, the authors could conduct additional analyses that would increase the robustness of their findings. 

Birth certificates are not readily available for the ACDIS population – they are not asked for in 

the interview process. However, since the national ID number/document is generated from a 

birth certificate (or Apartheid-era homeland identity/travel document (http://www.home-

affairs.gov.za/index.php/identity-documents2), it is unlikely that birth certificates would 

provide any additional information – except in cases of transcription error.  

 

5. Related to this, we need a thorough description of the South African birth registration system and 

attribution of ID numbers, including before the end of Apartheid since a number of respondents and/or 

their partners will have been born during apartheid era. 

We have added text within the Methods section to describe the history of the vital registration 

system in South Africa in much greater detail in response to the reviewer‟s previous comment 

#3 above (p8): 

As background, since 1992, national identification numbers have been issued as part 

of the birth registration process. Birth certificates are issued directly at regional 

hospitals or based on a hospital or midwife-issued birth record for other births. The 

identification number is then transferred from the birth certificate to the identification 

book, which is issued from age 16. Prior to 1992, birth certificates did not contain the 

identification number and were commonly only obtained several years after birth – 

often in order to attend school. Late applications for birth certificates required the 

production either of the original hospital record for the birth, or written testimony by a 

traditional leader (in a rural area) attesting that the child was known to be the woman‟s 

child and stating the date of birth, discerned using event calendars. 

 

6. The authors should report heaping analyses for the self-reported data on age of respondent. These 

analyses should be conducted at the time of entry into the ACDIS dataset, since this is the time at 

which age is measured and heaping can be detected. If described at a later date, analyses of heaping 

are confounded by follow-up duration. 

We have conducted an age-heaping analysis for self-reported ages and now include it in 

Supplementary Figure 2. We describe this in the Methods (p10): 

Additionally, given concerns that respondents may heap age-disparity reports,[17, 18] 

we measured the degree of age-heaping in self-reported age and age disparities 

measured both based on each partner‟s self-reported age and on the age- disparity 
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report of each individual both in the age-disparity reports and the implied age 

distribution of partners.[32, 33]   

And also in the Results (p13): 

Age reports at baseline, and the age disparities in relationships based on each 

partner‟s report of their own age contained very little age heaping (Supplementary 

Figures 2a and 2b). Age disparity reports contained considerable heaping at many five- 

and ten-year intervals (see Supplementary Figure 2c). However these heaping points 

represented only a small proportion of all age-reports, and thus there was no heaping 

in the implied population age distribution (Supplementary Figure 2b). 

And in the Discussion (p14): 

In our study, individuals underestimated their partner‟s age by less than one year on 

average. This average value suggests that there is a slight tendency to over-report age 

disparities near zero, and to underreport extreme differences (see Figure 3). However, 

the low average does not imply that there are no issues with partner-reported age. For 

one, as reported above, partner ages show overly high levels of reporting of rounded 

age disparities (i.e. ±5, 10, 15 years), in contrast to the smooth distribution of reported 

ages (see Supplementary Figure 2). This contrast may well reflect the differential data 

collection methods for own and partner age reports. Own age reports are often 

captured via dates of birth from national identity documents, as described above, and 

thus supported by a relatively strong vital registration system. In contrast, reporting a 

partner‟s age is potentially complicated by lack of precise knowledge of a partner‟s 

age, and by the higher cognitive burden of recalling someone else‟s age. Both of these 

factors may lead to the use of heuristics for estimating age disparity, and thus age 

heaping. 

 

7. The authors should spend a lot more time describing the dispersion of the distribution of reporting 

errors. The mean/median difference is only one parameter. Large variations in the size of errors may 

disproportionately affect our subsequent representation of epidemic dynamics, since in sexual 

networks a small number of key central relationships may disproportionately contribute to 

transmission. In figures 1 & 2, one can see large errors in both directions and the distributions seem 

over-dispersed, this should be described and discussed.  

We have updated the Results section to highlight more strongly the tails of the „age disparity 

inaccuracy‟ distribution (p11-12): 

However Over half of respondents (59.1%) reported their partner‟s age to within one 

year of the truth, and 72.2% were within two years (Figure 1). However, a sizeable 

minority of respondents reported partner ages far from the truth: Bland-Altman plots 

found similar 95% limits of agreement for both male and female respondents: -9.7 to 

8.7 for men; -9.1 to 7.4 for women, suggesting that over 95% of all reported age 

disparities fell within 10 years of the truth (Figure 2). A small minority of respondents 

(3%) reported partners‟ ages that differed from the reference age by more than 10 

years. These figures jointly highlight the strong impact on overall variance of a small 

number of outlier reports which were highly inaccurate.  

And then we have added a detailed discussion of the distribution, types of errors and their 

possible impact on measurement and targeting to the Discussion section (p14-16): 
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In our study, individuals underestimated their partner‟s age by less than one year on 

average. This average value suggests that there is a slight tendency to over-report age 

disparities near zero, and to underreport extreme differences (see Figure 3). However, 

the low average does not imply that there are no issues with partner-reported age. For 

one, as reported above, partner ages show overly high levels of reporting of rounded 

age disparities (i.e. ±5, 10, 15 years), in contrast to the smooth distribution of reported 

ages (see Supplementary Figure 2). This contrast may well reflect the differential data 

collection methods for own and partner age reports. Own age reports are often 

captured via dates of birth from national identity documents, as described above, and 

thus supported by a relatively strong vital registration system. In contrast, reporting a 

partner‟s age is potentially complicated by lack of precise knowledge of a partner‟s 

age, and by the higher cognitive burden of recalling someone else‟s age. Both of these 

factors may lead to the use of heuristics for estimating age disparity, and thus age 

heaping.  

Second, in addition to many small inaccuracies in reports of partner ages – three-

quarters of individuals reported partners‟ ages that fell within two years of the age in 

the reference dataset – there is a tail of highly incorrect reports. Such a tail may be 

particularly worrying if the likelihood of misreporting differs systematically by other 

factors that may be of interest in an analysis. In interpreting the tail of misreports it is 

important to note that our analysis compares data from two independent reports of 

partners – conjugal relationships and sexual partnerships – which we are matching to 

one-another for our analyses. Some of the extreme inaccuracies we report may 

therefore reflect a failure to correctly match sexual behaviour reports to conjugal 

relationships, and thus our results may overestimate the inaccuracy in knowledge of 

partner age in this population. We have attempted to minimize the risk of mismatching 

partners, by dropping observations where we were unable to clearly identify unique 

partners of each respondent with similar relationship start dates and durations in both 

datasets (see Appendix 1), but we cannot rule out this source of potential error. 

Inaccuracy in age disparity reporting has important implications in the context of the 

common approach of using dichotomized age disparity measures (e.g. 5-year or 10-

year cut-points for defining “age-disparate”, “intergenerational” or “sugar daddy” 

relationships [1,3]).  Small inaccuracies biased towards „no disparity‟ will tend to lead 

to an underestimate of the prevalence of age-disparate relationships. This effect will be 

stronger, the higher the density of relationships with true disparities close to the  cut-

point.   

The level of error introduced into dichotomous age disparity measures by small 

underestimates will be exacerbated by heaping of reports at the very values that are 

commonly used as cut-points for analysis. This is because heaping typically involves 

pulling from values close to the heaped value, and thus the cut-point value will contain 

both age-disparate and non-disparate relationships, leading to more misclassification 

than if any other cut-point age were used. For example, if „age-disparate‟ is defined as 

„5 years or older‟, and heaping is common at this value, many relationships where the 

partner is truly 4 years older will be erroneously classified as age-disparate.  

In reality, the age heaping seen in this study reflects respondent-driven coarsening of 

data reporting, over and above the interviewer-driven coarsening generated by asking 

for age disparity in years, rather than for the partner‟s date of birth.  Both forms of 

coarsening – from daily to annual, and from annual to quinquennial – are only 

problematic when the degree of coarseness is large relative to the normative disparity 

being measured. Thus, in this setting where average relationship age disparities are 
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several years, respondent age heaping is likely to have less impact on accuracy than in 

a setting where the great majority of relationships display one or no year age 

disparities.  

A key implication of this discussion of empirical age disparity heaping is that a 

continuous measure of age disparity is likely to suffer from less error both in 

perception and reporting than a dichotomous one. This data-driven conclusion 

buttresses the theoretical continuum of effect: for many outcomes, such as HIV 

acquisition, pregnancy or intimate partner violence, there is no conceptual basis for 

age disparities of four years having no impact at all on the outcomes but for age 

disparities of six years substantially determining outcomes. Rather the mechanisms 

driving risk for violence, STIs or pregnancy are likely to rise smoothly with increasing 

age disparity.  

 

The discussion section of the paper briefly describes heteroscedasticity in these reports. This is one 

important aspect, which should be described much more predominantly in the results section and 

should be discussed more carefully in the discussion section. 

We have further highlighted the heteroskedasticity in the distribution by gender and 

respondent age (p12): 

The narrower range of limits of agreement for women reflects lower variance in 

women‟s accuracy than for men; this finding is supported by the higher Lin 

concordance correlation coefficient for female (ρ=0.78, 95% confidence interval (CI): 

0.77-0.79) compared to male (ρ=0.62, 95% CI: 0.60-0.64) respondents. The accuracy of 

responses also varied within gender by age of respondent: both men‟s and women‟s 

mean error decreased with age, although variance in accuracy rose steeply for men but 

not for women (Supplementary Table 3). 

We have also added material to the Discussion of this topic (p16-18): 

In our study, accuracy of age disparity reports was higher for current spouses and 

current members of the respondent‟s household. Increased time in a relationship had 

minimal effect on accuracy, suggesting that perception of a partner‟s age is resistant 

to change once set. Accuracy was notably lower for men and women under the age of 

25 – although in the case of men in particular there was less variability in this error 

(Supplementary Table 3). Accuracy was higher for female respondents than for men: 

although the mean difference between „actual‟ and „reported‟ age disparities was larger 

for women, the variance and interquartile range was smaller, and concordance 

correlation coefficient larger, than for male respondents. Additionally, women‟s 

accuracy rose modestly with age, while for men it fell changed little after age 25. These 

differing age-trends by sex may reflect the interaction of two processes: increasing 

accuracy for everyone with age – as people gain experience of judging the ages of 

others – combined with increased opportunity for reporting errors amongst male 

respondents, due to positive heteroscedasticity,[35] i.e. the variance of age disparity 

rises with age (we see an eight-fold increase for men, with no change for women).  with 

age for age disparities.[35] The opportunity for this heteroscedasticity arises from 

increasing age disparities for men – mean age disparity for male respondents‟ rose 

from two years at ages 15-24 to 4.9 over five years by ages over 49 (in contrast to 

women, for whom mean age disparity fell). In turn, this pattern of age disparity 

distributions reflects the fact that young men typically partner with young women, but 

older men with both older and same-aged women. And indeed, our data display 
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positive heteroscedasticity for men: the variance of age disparity reports for over-49 

year-old men is 700% higher than that for 15-24 year-olds (in contrast to a 5% rise for 

women).  

These patterns of accuracy and heteroscedasticity have several potential implications 

for research and interventions. At a minimum, care should be taken in comparing the 

accuracy, or level, of age disparities across age and the sexes. For research using age 

disparities as a predictor, the level of inaccuracy seen in this analysis – while lower 

than seen elsewhere – still has the potential to affect the results shown. The 

misreporting towards zero age disparity is likely to lead to an attenuation of any true 

relationship. The impact of heaped responses is less clear, although as noted above it 

is likely to be more significant for dichotomous measures of age disparity. A further 

potential concern is that those engaging in a behavior of interests may differentially 

mis-report age disparities, if they have a reason to prefer to report larger or smaller age 

disparities (e.g. they feel shame or stigma, or they stand to benefit from reporting a 

particular level of disparity). 

As an example, previous analyses of the association between age disparity and HIV 

infection in this population – which found no relationship for women aged under 30, 

and decreasing risk with increasing age disparity in 30 to 50 year olds – may have 

suffered from error in their predictor variable. Understanding the overall impact of age 

disparity mismeasurement requires a decomposition of the different types of 

inaccuracy. The very similar results found in these analyses when using age disparity 

as a continuous or a dichotomous variable suggest that heaping did not significantly 

affect this analysis.  Less clear is the impact of many small underestimates of age 

disparity, although a slight attenuation in the variance of the predictor is unlikely to 

fully account for the strongly null finding in younger women and the strongly negative 

association seen in older women. 

For interventions that target age-disparate relationships the accuracy and 

heteroscedasticity patterns of partner age reports imply that the target audience may 

need to be set wider than one might expect in order to capture all those relationships 

truly believed to benefit from an intervention For example, amongst women under 25 in 

this sample sensitivity/specificity for relationships truly five-years or more age-

disparate is 74%/90% using self-reported disparity five-years or greater. By instead 

targeting those with a self-reported disparity of three years or greater sensitivity for 

capturing truly five-plus-year disparate relationships rises to 91%, while specificity 

falls to 51%. Decisions for targeting will, of course, depend on the relative costs and 

benefits of the intervention for each target group definition. 

 

8. In analyses of improvements in reporting over relationship duration, why focus only on first and last 

report? Fixed-effects analyses can be included with all relevant observations. 

We thank the reviewer for this suggestion. We have added the following text in the Methods 

section (p11): 

Our dataset contained many relationships with repeated evaluations of age disparity. 

We hypothesized that respondents‟ accuracy in evaluating partner age would improve 

as relationships continue. Therefore, for all relationships in which partner age disparity 

was reported more than once, we reran our analyses of concordance and 

sensitivity/specificity for the first and the last age-report, and compared the results 

conducted bivariate fixed-effects regression of time since first interview on accuracy 
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for all available reports.  Additionally, given concerns that respondents may heap age 

reports,[17, 18] we measured the degree of age-heaping in self-reported age and age 

disparities measured both based on each partner‟s self-reported age and on the age- 

disparity report of each individual.[31, 32]   

And then in the Results section (p13): 

Comparisons of agreement measures for the first and last reports for the 3501 multiply 

reported conjugal relationships found no significant change with increasing time under 

observation for concordance or sensitivity/specificity (see Supplementary Table 1). In 

fixed effects regression, years since first interview did not have a significant on 

reporting accuracy either for men (0.07 years per additional year of observation, 95% 

CI: -0.00 to 0.15) or for women (0.02, 95% CI: -0.01 to 0.05).  

 

9. Supplementary figure 2b is highly misleading and should not be included or used by the authors as 

a way to suggest that the reported data on age differences are of good quality. A heaped (thus 

erroneous) distribution of reported age differences is compatible with a smooth distribution of inferred 

partner ages if the age distribution of respondents is itself smooth. So Whipple‟s index as reported 

here (101.9) says more about the distribution of respondents‟ self-reported ages, than about the 

frequency of errors in reported age differences. Highly misleading and should be removed. Instead, 

the authors should focus on supplementary figure 2a. 

We have dropped Supplementary Figure 2b and focus our attention on the heaping analyses of 

self-reported age and age disparity by each partner‟s self-reported age and the reported age 

disparity, as the reviewer suggests. This is now reflected in Supplementary Figures 2a, 2b and 

2c and the following text accompanying it: 

These figures data series shows the ratio of the number of individuals reporting a 

given age divided by the mean of the number reporting one year older and one year 

younger, using only the first reported age for each individual (n=7274).  

Whipple‟s index of heaping on 5 and 10 year intervals was 144.4 (inaccurate) for 

reported ages, but 101.9 (very accurate) for implied ages of partners, on a scale where 

100 indicates no heaping. is the sum of all reports of ages (or differences) ending in 5 

or 0, divided by the number of reports, multiplied by 500. A value of 100 therefore 

indicates no heaping, while a value of 500 indicates perfect heaping.  

Whipple‟s index was 95.6 for self-reported age, and 94.9 for age disparities based on 

each partner‟s self-reported age. In contrast, Whipple‟s index for reported age 

disparities indicated a more substantial degree of heaping (142.6). The United Nations 

used a convenience categorization of national Whipple‟s Index values for census age 

data into five groups: under 105 (highly accurate); 105-110 (fairly accurate); 110-125 

(approximate); 125-175 (rough) and >175 (very rough).[1] 

We have also changed the text in the Methods section (p10): 

Additionally, given concerns that respondents may heap age-disparity reports,[17, 18] 

we measured the degree of age-heaping in self-reported age and age disparities 

measured both based on each partner‟s self-reported age and on the age-disparity 

report of each individual. both in the age-disparity reports and the implied age 

distribution of partners[32, 33]  
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10. I find the discussion highly misleading, for several reasons. First, the authors quickly conclude that 

“individuals provided accurate assessments of the age-disparity between themselves and their sexual 

partners”(p. 12, lines 6-8). This is unsubstantiated by the study‟s findings and should be rephrased 

much more carefully. This conclusion seems to be reached on the basis of the 1-year median 

difference between partner-reported and self-reported age cited below. But this omits the fact that 

these errors may be much larger (see discussion of dispersion of errors above in this review). 

Similarly, the values of sensitivity and specificity reported in table 2 are far from perfect. Especially, in 

a setting where age-disparate are as prevalent as in SA, they may imply a fairly large number of 

misclassified age discrepancies in relationships.  

We have revised the Discussion extensively to draw more nuanced conclusions. In particular, 

we have revised the first paragraph (p13-14): 

We evaluated individuals‟ capacity to accurately identify their partner‟s ages using 

eight years of population surveillance data in rural KwaZulu-Natal, South Africa. In this 

setting, where literacy levels are low by South African standards but high relative to 

the continent as a whole,[33, 34] individuals‟ provided accurate assessments of the 

age disparity between themselves and their sexual partners, on average 

underestimating their partner‟s age by less than one year.while imperfect, were more 

accurate than those seen in rural Malawi [23], and achieved moderate levels of 

discriminatory power based on the area under ROC curve. 

And we have also revised our concluding paragraphs (p22-23): 

Using a very large, population-based, longitudinal cohort, we show that reporting of 

sexual partners‟ ages in rural South Africa is may be more accurate than in other 

African settings, and is well-able to identify many truly age-disparate relationships. 

Thus, in at least some settings, research and interventions based on individuals‟ 

knowledge of their partners‟ ages stands on firm ground. These findings are doubly 

reassuring for public health efforts. First, Accurate reports allow age disparity 

analyses to rely on sample survey data, rather than needing to interview and link both 

members of a relationship. This reduces both privacy concerns and costs. Second 

Furthermore, accurate judgment of partner age allows interventions to focus on 

providing information regarding appropriate behavior change, rather than first having 

to help individuals identify whether they are in age disparate relationships to ensure 

that those in the target demographic are aware they are being targeted. Such behavior 

change-only interventions are likely to be cheaper and faster. 

Age disparities are best measured using partner-based methods where each partner 

independently reports their age, preferably based on a date of birth taken from vital 

registration information generated at birth. Given the significant resource cost of such 

methods, especially in settings where populations are mobile, understanding the 

accuracy of partner-reported ages is important for both research and interventions. 

The findings of our analysis highlight the importance of further research into who is, 

and is not able to accurately identify their partner‟s age, and how this accuracy is 

connected to subsequent behavior.  

 

The authors should report the positive/negative predictive values derived from these figures, and how 

they would change across different levels of prevalence. 
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We have added the positive/negative predictive values from our data at both 5 and 10-year cut-

points in Table 2. We report on them – and the area under the ROC curve – in the Results 

section (p12): 

In over half of all relationships reported (52.9%), the male partner was five or more 

years older (Table 2). Both sensitivity and specificity for respondents‟ capacity to 

identify whether or not they were in such a relationship was over 75%, for both men 

and women. For relationships in which the man was 10 or more years older, sensitivity 

was lower but specificity higher, reflecting their lower prevalence (21.1%). The positive 

and negative predictive values of the dataset varied between 60 and 94%, and the area 

under the ROC curve was 78% for men and 84% for women at both age disparity cut-

points. 

 

11. Related to this last point, the authors should extensively discuss and analyze how the observed 

levels of errors may lead to bias in analyses of the impact of age-disparate relations on HIV risk. In 

particular, the levels of sensitivity/specificity reported in table 2 are highly likely to lead to attenuation 

bias in analyses of age-disparate relationships as a risk factor. The authors should specify this and 

restate their conclusions to show that even though levels of misreporting are lower than in the Malawi 

study, they may still affect the conclusions drawn from the self-reports of age differences between 

partners re: impact of age differences on HIV risk. 

We highlight in the Discussion the potential for each of the apparent forms of misreporting to 

affect any conclusions relating to analyses of age-disparate relationships and health 

outcomes (p17): 

These patterns of accuracy and heteroscedasticity have several implications for 

research and interventions. At a minimum, care should be taken in comparing the 

accuracy, or level, of age disparities across age and the sexes. For research using age 

disparities as a predictor, the level of inaccuracy seen in this analysis – while lower 

than seen elsewhere – still has the potential to affect the results shown. The 

misreporting towards zero age disparity is likely to lead to an attenuation of any true 

relationship. The impact of heaped responses is less clear, although as noted above it 

is likely to be more significant for dichotomous measures of age disparity. A further 

potential concern is that those engaging in a behaviour of interest may differentially 

misreport age disparities, if they have a reason to prefer to report larger or smaller age 

disparities (e.g. they feel shame or stigma, or they stand to benefit from reporting a 

particular level of disparity).  

As an example, previous analyses of the association between age disparity and HIV 

infection in this population – which found no relationship for women aged under 

30,[37] and decreasing risk with increasing age disparity in 30 to 50 year olds[38] – 

may have suffered from error in their predictor variable. Understanding the overall 

impact of age disparity mismeasurement requires a decomposition of the different 

types of inaccuracy. The very similar results found in these analyses when using age 

disparity as a continuous or a dichotomous variable suggest that heaping did not 

significantly affect this analysis.  Less clear is the impact of many small 

underestimates of age disparity, although a slight attenuation in the variance of the 

predictor is unlikely to fully account for the strongly null finding in younger women 

and the strongly negative association seen in older women.  

 

 on M
ay 16, 2023 by guest. P

rotected by copyright.
http://bm

jopen.bm
j.com

/
B

M
J O

pen: first published as 10.1136/bm
jopen-2014-005638 on 6 M

arch 2015. D
ow

nloaded from
 

http://bmjopen.bmj.com/


12. The authors should also discuss the possibility of differential reporting errors, i.e., situations when 

the direction and magnitude of reporting errors depend on the HIV status of one or both partners. 

Such errors have complex effects since they may bias the estimates of relative risk associated with 

age differences either upward or downward. 

 We add the following text to the Discussion (p17-18): 

These patterns of accuracy and heteroscedasticity have several implications for 

research and interventions. At a minimum, care should be taken in comparing the 

accuracy, or level, of age disparities across age and the sexes. For research using age 

disparities as a predictor, the level of inaccuracy seen in this analysis – while lower 

than seen elsewhere – still has the potential to affect the results shown. The mis-

reporting towards zero age disparity is likely to lead to an attenuation of any true 

relationship.   The impact of heaped responses is less clear, although as noted above it 

is likely to be more significant for dichotomous measures of age disparity. A further 

potential concern is that those engaging in a behavior of interests may differentially 

mis-report age disparities, if they have a reason to prefer to report larger or smaller age 

disparities (e.g. they feel shame or stigma, or they stand to benefit from reporting a 

particular level of disparity). 

 

13. The comparison with the Malawi study is welcome, but should carefully assess the differences 

between the two studies. In particular, the Malawi study also includes a number of casual 

relationships, in which knowledge of partner‟s age may be lower. This may explain the lower accuracy 

estimated in the Malawi study. 

We have added text to the Discussion where we compare our findings with those from Malawi, 

to highlight that the Malawi study included non-marital studies. While it is not quite clear how 

many of these would have been captured by our „conjugal‟ relationship definition, it is likely 

that many would not have been. Nevertheless, unless almost all of the casual relationships 

reported (n=126) had age disparities >5 years but were reported as being <5 years, sensitivity 

would have remained lower than we found: to raise sensitivity to 79% would have required 

only 54 age-disparate relationships – 123 fewer than actually were present.  

In addition to (indeed perhaps because of) relationship type, the samples in Malawi and South 

Africa are not directly comparable on other grounds, for example the age distribution is far 

younger in Malawi. We now highlight this in the Discussion too (p19).  

Our finding stands in contrast to the only other partner age-validation study in sub-

Saharan Africa, which found In considering the generalizability of our findings, it is 

instructive to compare this South African study to the existing data from Malawi.[23] 

The Malawian study found considerably lower sensitivity for women‟s reports of being 

in a relationship with an age-disparity greater than five years was only 24.3% compared 

to 79.6% here, but similar or higher levels of specificity. This pattern suggests that 

Malawian women rarely report age-disparate relationships correctly, but commonly 

reported non-age-disparate relationships correctly.. This difference may well reflect 

differences in the data at the two sites: the Malawi data included casual as well as 

marital relationships, and perhaps as a result contained a far larger proportion of 

younger adults. Nevertheless, the large difference in sensitivity combined with similar 

specificity These contrasting findings might reflect lower intentional misreporting in 

South Africa. It is Specifically, it seems reasonable to believe that age-disparate 

relationships may be less stigmatized in the South African setting:, since age-disparate 

relationships are common in rural KwaZulu-Natal, and are higher within marriages than 
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in other relationship types,[34] which may make making respondents more willing to 

offer an accurate assessment of their partner‟s age when age disparities are large.  

 

14. The sentence on pages 12-13 suggesting that evidence suggests “behavior more private than a 

partner‟s age is reliably reported across sub-Saharan Africa” is just wrong. There are countless, much 

more recent, references that show otherwise. This statement should be withdrawn. 

We have removed this sentence. 

 

15. The generalizability of these findings should be discussed very carefully. How can these results 

extend to other parts of rural South Africa? Urban South Africa? Other countries in sub-Saharan 

Africa? With respect to the latter, the authors should emphasize that the timeliness and completeness 

of vital registration is much lower in other countries than it is in South Africa. It is thus not possible to 

conclude, on the basis of their results, that self-reported survey data on age differences are of good 

quality and can be used for epidemiological studies. 

We have added substantial text to the Discussion to strengthen the discussion of 

generalizability (p19-20): 

Generalizability 

In considering the generalizability of our findings, it is instructive to compare this 

South African study to the existing data from Malawi.[23] The Malawian study found 

considerably lower Our finding stands in contrast to the only other partner age-

validation study in sub-Saharan Africa, which found sensitivity for women‟s reports of 

being in a relationship with an age disparity greater than five years was only 24.3% 

compared to 79.6% here, but similar or higher levels of specificity. This pattern 

suggests that Malawian women rarely report age-disparate relationships correctly, but 

commonly reported non-age-disparate relationships correctly.. This difference may 

well reflect differences in the data at the two sites: the Malawi data included casual as 

well as marital relationships, and perhaps as a result contained a far larger proportion 

of younger adults. Nevertheless, the large difference in sensitivity combined with 

similar specificity These contrasting findings might reflect lower intentional 

misreporting in South Africa. It is Specifically, it seems reasonable to believe that age 

disparate relationships may be less stigmatized in the South African setting: age 

disparate relationships are common in rural KwaZulu-Natal, and are higher within 

marriages than outside them in this setting in other relationship types,[39] which may 

make making respondents more willing to offer an accurate assessment of their 

partner‟s age when age disparities are large. Additionally, the close links between the 

ACDIS program and the community may have built trust over time, leading to greater 

honesty.  

Alternatively, it may be that knowledge regarding partner age is truly higher in South 

Africa, and thus reports more accurate. This is likely given the presence of dates of 

birth in each person‟s national identification number, which is displayed in 

identification books held by almost all citizens. Individuals can then learn a partner‟s 

date of birth either through discussion or by seeing their identification book. Partner 

date of birth is also well-known in this community due to the importance placed on the 

celebration of partners‟ birthdays. As a result, birth dates for almost 90% of individuals 

in this sample are known to within one month. Associations between higher date of 
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birth knowledge and age reporting accuracy have previously been reported both in 

China,[15] and the United States.[16]  

These explanations point to several possible limitations to the generalizability of our 

findings. First, the dataset is limited to relatively stable (marital and conjugal) 

relationships, and may not be generalizable to other relationship types because 

reporting accuracy may vary with relationship stability. Furthermore Second, since this 

analysis is of a single setting, it is not clear how geographically generalizable the 

findings are given the above discussion of stigma and birth date knowledge. Neither 

factor seems likely to vary drastically within South Africa, thus our findings may be 

appropriate for other stable relationships within this country. Elsewhere in sub-

Saharan Africa it is likely that misreporting is higher, given that vital registration 

systems are weaker than in South Africa,[40] and thus both own and partner age 

reports may be more accurate than elsewhere (while age heaping in partner age 

reports is considerable in our data, it is lower than heaping of own age reports in 

several African and Asian populations [41,42]). The differential impact of stigma is less 

clear: age disparities are common throughout in sub-Saharan Africa, [43] however the 

recent increase in anti-sugar daddy campaigns may stigmatize age-disparate 

relationships. As a result, partner age misreporting may increase in the future, 

reducing the generalizability of these findings over time.   

 

16. In the introduction, the increased risk, at least in the case of HIV, primarily stems from the fact that 

the older partner is more likely to be infected. 

Agreed. We have adjusted the text to highlight this point (p5).  

These risks can arise from unequal power dynamics within age-disparate relationships 

or from an increased likelihood that the older male partner carries risk factors such as 

psychological traits or STIs. In the case of HIV and other STIs, older men are also more 

likely to be infected, which is of course a pre-requisite for passing it to their partner. 

 

17. On line 37: The objective of the campaigns is not to stigmatize these relationships, but rather to 

prevent them. Stigmatization may be an unintended consequence, but not a primary objective. 

In the case of the KwaZulu-Natal program, stigma was an explicit part of the campaign goal, 

according the website for the campaign (http://www.kznhealth.gov.za/sugardaddy.htm): 

„The MEC explains; “The idea behind the campaign is to challenge the acceptance of cross-

generational relationships as the norm, and to introduce an element of community leadership 

and stigma of older men who seek sex with young girls.”‟ 

This is not the case in every campaign though, and thus we have adjusted the text to remove 

the phrase (p5): 

Concerns regarding health outcomes have led to several campaigns to stigmatize and 

reduce age-disparate relationships between young women and older men.[13, 14] 
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Reviewer: 2 

1. The authors need to be clear in the discussion and introduction that they are evaluating this for 

„main‟ partners as it is a limited set of all partners out there. 

We have added text to highlight our approach both in the Introduction (p6): 

We analyze the validity of individuals‟ reports of their conjugal partners‟ ages in a rural 

South African setting, in KwaZulu-Natal province. KwaZulu-Natal recently began a 

social marketing campaign against age-disparate partners, aiming to prevent HIV 

infection and teenage pregnancy.[13] Given South Africa‟s interest in age-disparities, 

and the high burdens of HIV[25] and unplanned pregnancy[26] evidence of accuracy of 

reported age-disparity in the country is timely. Additionally, South Africa provides a 

setting in which to test the contributions of intentional and unintentional misreporting 

since, in contrast to other African settings, date of birth information is broadly 

available in South Africa as it comprises the first six digits of each person‟s national 

identification number.   

We thus test, for the first time in South Africa, the accuracy of respondents‟ 

assessments of their main sexual partner‟s age, to determine inform the extent to 

which researchers can rely on such reports for analysis and those planning behavior 

change interventions can rely on individuals to accurately assess their exposure to 

age-disparate relationships.  

And also in the Discussion (p20): 

These explanations point to several possible limitations to the generalizability of our 

findings. First, the dataset is limited to relatively stable (marital and conjugal) 

relationships, and may not be generalizable to other relationship types because 

reporting accuracy may vary with relationship stability. 

 

2. How were conjugal partners actually identified in the dataset (e.g. those reporting the partner as a 

spouse or main partner?) What were the criteria? 

Conjugal partners are identified by asking all women if they are in a steady relationship with 

another member of the same household. This set of questions is asked in the demographic 

survey, and is entirely independent of the sexual partner questions asked in the health survey. 

We have added text to explicitly explain this (p6-7): 

A record is also made at each demographic surveillance visit of the start or end date of 

any new conjugal relationships formed or ended by women within the household, 

again to the greatest accuracy known, as well as whether the relationship is marital. 

(Conjugal relationships are defined as long-lasting and committed relationships 

“married or regular sexual partners who are members of the same household, 

regardless of their place of residence”.[28]) Conjugal relationship records allow the 

linkage of each partner to the broader ACDIS database. 

Since 2005 ACDIS has invited all those aged over 15 to respond to an annual General 

Health survey, which includes sexual history questions. For each of their three most 

recent sexual relationships respondents report: how much older or younger the 

partner is, in years; the relationship type (spouse, regular partner, casual partner or 

previous spouse/regular partner); and date of last sex if the relationship has ended. 

These questions are asked independently of the conjugal relationship records. 
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3. What proportion of total partnerships reported were classified as conjugal? 

The exact proportion is difficult to enumerate since the processes for reporting a conjugal 

relationship and for reporting sexual partners generally are separate, as noted above. Sexual 

partners reported each year fall into four categories: Casual Partner (~5% each year), Current 

Husband (~15% each year), Current Regular Partner (~65%), Former Husband/Partner (~15%). 

Conjugal relationships contain all husbands and a probably large, but not precisely known, 

proportion of regular partners.  

We have added a summary of this information to the Methods section (p7): 

Since 2005 ACDIS has invited all those aged over 15 to respond to an annual General 

Health survey, which includes sexual history questions. For each of their three most 

recent sexual relationships respondents report: how much older or younger the 

partner is, measured in single years; the relationship type (spouse, regular partner, 

casual partner or previous spouse/regular partner); and date of last sex if the 

relationship has ended. These questions are asked independently of the conjugal 

relationship records. Within the entire ACDIS, approximately 15% are spousal, 65% 

regular, 5% casual and 15% previous partners.  

4. Why were only those who reported an age disparity in the analytic sample? It seems if the point is 

to validate if there is error in partner age reporting wouldn‟t one want to know if those reporting no age 

differences also did that correctly? One might hypothesize that if social desirability bias is at play 

those reporting no age difference may be more likely to be „lying‟ than those reporting an age 

difference? 

 We have clarified this point in the Methods section (p8): 

Our analytic sample included all General Health relationships to which a single 

conjugal relationship could be uniquely matched, and for which the respondent 

reported an age disparity (including those reporting no difference in age).  

 

5. Based on the sensitivity and specificity results in Table 2, it seems that perhaps asking individuals 

to report the exact age of their partner may be more accurate than an approach where they are asked 

to categorize their partner‟s age (e.g. 5-10 years older, >10 years older)..perhaps because of the 

potential of making an error around the cut off?  

In this dataset all age disparities are asked as exact age differences, we only classify them into 

sensitivity and specificity for comparison with the existing literature. We have clarified this in 

the text (p7): 

For each of their three most recent sexual relationships respondents report: how much 

older or younger the partner is, measured in single years; 

 

6. The authors don‟t comment on this but certainly in the SA context the data seems to suggest that 

for main partners asking the exact age maybe more accurate than categories? 

We thank the reviewer for highlighting this point, and add it to our Discussion (p15-16): 
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Inaccuracy in age disparity reporting has important implications in the context of the 

common approach of using dichotomized age disparity measures (e.g. 5-year or 10-

year cut-points for defining “age-disparate”, “intergenerational” or “sugar daddy” 

relationships [1,3]).  Small inaccuracies biased towards „no disparity‟ will tend to lead 

to an underestimate of the prevalence of age-disparate relationships. This effect will be 

stronger, the higher the density of relationships with true disparities close to the cut-

point.   

The level of error introduced into dichotomous age disparity measures by small 

underestimates will be exacerbated by heaping of reports at the very values that are 

commonly used as cut-points for analysis. This is because heaping typically involves 

pulling from values close to the heaped value, and thus the cut-point value will contain 

both age-disparate and non-disparate relationships, leading to more misclassification 

than if any other cut-point age were used. For example, if „age-disparate‟ is defined as 

„5 years or older‟, and heaping is common at this value, many relationships where the 

partner is truly 4 years older will be erroneously classified as age-disparate.  

In reality, the age heaping seen in this study reflects respondent-driven coarsening of 

data reporting, over and above the interviewer-driven coarsening generated by asking 

for age disparity in years, rather than for the partner‟s date of birth.  Both forms of 

coarsening – from daily to annual, and from annual to quinquennial – are only 

problematic when the degree of coarseness is large relative to the normative disparity 

being measured. Thus, in this setting where average relationship age disparities are 

several years, respondent age heaping is likely to have less impact on accuracy than in 

a setting where the great majority of relationships display one or no year age 

disparities.  

A key implication of this discussion of empirical age disparity heaping is that a 

continuous measure of age disparity is likely to suffer from less error both in 

perception and reporting than a dichotomous one. This data-driven conclusion 

buttresses the theoretical continuum of effect: for many outcomes, such as HIV 

acquisition, pregnancy or intimate partner violence, there is no conceptual basis for 

age disparities of four years having no impact at all on the outcomes but for age 

disparities of six years substantially determining outcomes. Rather the mechanisms 

driving risk for violence, STIs or pregnancy are likely to rise smoothly with increasing 

age disparity. 

 

 

VERSION 2 – REVIEW 

REVIEWER Stephane Helleringer 
Columbia university, USA 

REVIEW RETURNED 17-Aug-2014 

 

GENERAL COMMENTS The authors have addressed all my comments very thoroughly. This 
is now a very clear paper and an excellent contribution. 

 

REVIEWER Audrey Pettifor 
UNC, USA 

REVIEW RETURNED 04-Aug-2014 
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GENERAL COMMENTS Overall the authors have been very responsive to the reviewers 
comments. My only minor comment is on the limitation of this study 
only looking at conjugal partners. While clearly this is an important 
analysis, many studies try to look at the impact of partner age 
disparities among 'all partners'. It seems plausible that reports of 
partner age among conjugal partners should be better than among 
casual partners thus one might imagine these findings are the best 
case scenario. Some language to that effect might be worthwhile. 

 

VERSION 2 – AUTHOR RESPONSE 

Reviewer: 1 

The authors have addressed all my comments very thoroughly. This is now a very clear paper and an 

excellent contribution. 

We thank the reviewer for his comments. 

Reviewer: 2 

Overall the authors have been very responsive to the reviewers comments. My only minor comment is 

on the limitation of this study only looking at conjugal partners. While clearly this is an important 

analysis, many studies try to look at the impact of partner age disparities among 'all partners'. It 

seems plausible that reports of partner age among conjugal partners should be better than among 

casual partners thus one might imagine these findings are the best case scenario. Some language to 

that effect might be worthwhile. 

We thank the reviewer for her comment and have added text to the Generalizability discussion 

to highlight this point (p21): 

These explanations point to several possible limitations to the generalizability of our 

findings. First, the dataset is limited to relatively stable (marital and conjugal) 

relationships, and may not be generalizable to other relationship types because 

reporting accuracy may vary with relationship stability. In particular, it might be 

expected that more stable relationships have higher accuracy, in which case our 

findings represent a best-case scenario. Testing whether accuracy varies by 

relationship type in appropriate datasets would be a useful extension to our work. 
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