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VERSION 1 - REVIEW 

REVIEWER Mike Campbell  
Professor of Medical Statistics  
ScHARR, University of Sheffield, UK  
 
Conflicting interests  
I was part of the team that derived the SHMI 

REVIEW RETURNED 13-Sep-2012 

 

GENERAL COMMENTS This is an interesting paper, that derives a model for predicting 
outcomes in hospital mortality and 30 days after discharge which 
uses more covariates that the Summary Hospital Mortality Index, 
and so gives a better prediction. In addition the authors use a 
reflated trim standard deviation to allow for overdispersion.  
 
1) In any model building exercise, the scope for model choice is an 
exponential function of the number of covariates considered, and so 
one could query why some parameters were chosen. For example, 
the SHMI showed that the log risk of death was not a linear function 
with age and yet there is a linear function of age in the model. One 
would expect an interaction between age and diagnostic group, but 
that is not present. Also the SHMI showed that the relation of risk 
with number of previous emergency admissions and with IMD was 
not monotonic and yet these were assumed monotonic in the model. 
I appreciate that details of the the full modelling methodology was 
not included for the sake of brevity but I think reasons for some of 
the decisions could be given.  
 
2) It is not clear what was done with missing values, and just 
ignoring cases with missing values can lead to bias. The authors 
should detail what they did to explore patterns of missing values.  
 
3) The issue of reflating the overdispersion parameter is a good one. 
It is obvious that if there are no outliers then employing a trim will 
result in a considerable underestimation of the overdispersion 
parameter. However , it is easy to show that if we have a N(0,1) 
distribution, which is contaminated by 20% of a N(3,1) distribution, 
then the trimmed estimate of the sd is 0.95. However it does seem 
sensible to re-inflate the estimate from a trimmed one because 
extremes from the null will be excluded. . One issue is , a priori, 
deciding the proportion to trim, which is fairly arbitrary. The point 
really is to identify extremes, not outliers (Jones and Spiegelhalter 
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2011 ) and so an a priori decision might be how many extreme trusts 
do we want to identify?  
 
4) In table 2 why has sex got 2 degrees of freedom? Also nowhere 
does it state how many Trusts are included. In table 2 there is a 
parameter Trust Year. I assume that this is a dummy variable with 
values for each Trust/Year combination. Assuming 441 id=s the 
number of parameters , and not the df, and with 3 years this means 
147 Trusts. Firstly, it is unusual to fit an interaction without fitting the 
main effects. Secondly, I had assumed that one could use the 
coefficient for the Trust in the model as a measure of its 
performance, but instead the authors use deviations from a ‘case 
mix adjusted average’. If Trust is included in the model, this leads 
one to wonder why they cannot predict Trust averages almost 
perfectly! This needs to be clarified.  
 
5) One of the principles in building the SHMI was not to include 
predictors which would have no effect of hospital ranking. This 
included seasonality, since all hospitals experience the same 
seasonal parameters. However, it has occurred to me that some 
hospitals may be more likely to treat seasonal diseases than others, 
and so, if there were an epidemic say, might have their ranking 
affected. I this could also be investigated.  
 
 
6) Table 3 is referred to but not discussed . They could say that it 
divides the expected probability of death into tenths, though the 
Hosmer Lemeshow statistic is not really appropriate with such large 
numbers.  
Ref  
H E Jones and D J Spiegelhalter. The identification of `unusual' 
healthcare providers from a hierarchical model. The American 
Statistician, 65(3):154-163, 2011. 

 

REVIEWER Dr Jenny Neuburger  
Lecturer in Statistics  
London School of Hygiene & Tropical Medicine  
London, UK 

REVIEW RETURNED 16-Oct-2012 

 

THE STUDY This paper aims to improve methods for rating hospital performance 
using hospital-wide mortality in two ways: firstly, by improving case-
mix adjustment; and secondly, by estimating control limits directly 
from a multilevel (random effects) model, rather than using an 
indirectly estimated overdispersion factor.  
 
However, I do not think that the study design is adequate to assess 
whether or not the proposed methods are better or worse than 
existing methods. Also, there is not a sufficiently transparent 
description of the methods. As a result, I am not confident that the 
methods are appropriate.  
 
In relation to the case-mix adjustment, there is insufficient 
justification offered for the selection of case-mix factors or for the 
functional form in which they are included in the model. For 
example, day of the year is included as an 8-knot cubic spline. This 
does not make intuitive sense, and seems to have been modeled in 
this way based purely on model fit statistics. There is no discussion 
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of whether and why daily variation in outcomes could bias 
performance comparisons between hospital trusts. It would be far 
more convincing to include dummies for weekday vs. weekend 
admissions, and perhaps a seasonal trend variable. In contrast, the 
Index of Multiple Deprivation (IMD) score has been included as an 
untransformed continuous variable, even though there is evidence of 
non-linear effects of deprivation of risk of mortality, and it is more 
usual to include quintiles of the IMD rank.  
 
On the method for adjusting for overdispersion, there is not a 
sufficiently clear explanation given of this method in the appendix, 
even for someone who is fairly familiar with the literature. 

RESULTS & CONCLUSIONS The results state that case-mix factors included in the proposed 
model (eg, deprivation) are statistically significant predictors of 
mortality. They observe that hospital trust ratings based on the 
proposed method differ from ratings based on the existing SHMI 
method. Finally, they observe that there is still overdispersion 
(greater variability in mortality between hospital trusts than expected 
by chance).  
 
The results do not compare the proposed to the existing SHMI 
method in a systematic way. In particular, the issue of variations in 
coding of HES between hospital trusts, and the potential biases 
introduced by overadjustment as well as underadjustment, is not 
discussed. For example, a large fraction of patients do not have their 
ethnicity coded (eg, it is coded as "unknown") and this fraction varies 
between trusts. Adjustment for ethnicity, without consideration of 
variations in coding quality, could potentially introduce biases in 
performance comparisons. 

 

REVIEWER Andrew Hinde  
Head of Division of Social Statistics and Demography  
University of Southampton  
SOUTHAMPTON  
SO17 1BJ  
 
No competing interests. 

REVIEW RETURNED 23-Oct-2012 

 

THE STUDY I could not understand the problem with the decline in reported 
mortality over the three years between 2008-2009 and 2010-2011 
(p. 5, ll. 8-11). The authors say this is more than could be explained 
by an actual decline in mortality. Yet on p. 5, ll. 25-26 they say they 
obtained mortality data from the Office for National Statistics (ONS). 
Does this mean that the ONS's mortality data for the years 2008-
2009 to 2010-2011 show a decline which cannot be 'plausibly due to 
a ... difference in actual mortality rates'? Can the authors clarify what 
they mean here? 

RESULTS & CONCLUSIONS Table 2 is unnecessary - all the chi-squared values are enormous as 
one mght expect with such a large data set.  
 
Table 3 is mentioned in the text, but not discussed. What are 
readers to make of it without doing more work? If this table is to be 
presented, then some explanation of what it means should be given. 
Doing the Hosmer and Lemeshow test is rather pointless with a 
sample size of millions, as the chi-squared statistic will be inflated by 
the sample size. If the test were done the null hypothesis of an 
acceptable fit would be roundly rejected using the data from Table 3. 
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On the other hand, if a sample of 5,000 (i.e. 500 in each stratum) 
had been used with the same predicted and actual probabilities of 
death , the null hypothesis would be accepted - though it would be 
necessary to combine categories to avoid small number of 
excpected deaths). I am not sure, therefore, what is gained by 
including Table 3. 

 

VERSION 1 – AUTHOR RESPONSE 

Reviewer: Mike Campbell  

Professor of Medical Statistics  

ScHARR, University of Sheffield, UK  

 

Conflicting interests  

I was part of the team that derived the SHMI  

 

This is an interesting paper, that derives a model for predicting outcomes in hospital mortality and 30 

days after discharge which uses more covariates that the Summary Hospital Mortality Index, and so 

gives a better prediction. In addition the authors use a reflated trim standard deviation to allow for 

overdispersion.  

 

 

1) In any model building exercise, the scope for model choice is an exponential function of the 

number of covariates considered, and so one could query why some parameters were chosen. For 

example, the SHMI showed that the log risk of death was not a linear function with age and yet there 

is a linear function of age in the model. One would expect an interaction between age and diagnostic 

group, but that is not present. Also the SHMI showed that the relation of risk with number of previous 

emergency admissions and with IMD was not monotonic and yet these were assumed monotonic in 

the model. I appreciate that details of the the full modelling methodology was not included for the sake 

of brevity but I think reasons for some of the decisions could be given.  

The referee is correct that the model building process reflects choices on the included explanatory 

variables and their functional forms. We prespecified these choices in a statistical analysis plan, 

deliberately including a broader range of items than previously included in the SHMI, based upon our 

clinical judgement and previous work. We have added a comment to note that our choice of 

explanatory variables and model building was based upon a prespecified statistical analysis plan 

developed by the multidisciplinary research group. As stated in our analysis plan (and briefly in our 

paper) we chose the functional forms of variables based upon the comparison a log transformation 

and then a restricted cubic spline, although requiring a reasonably substantial improvement in the AIC 

(≥4) to move up each step. In this way we only move to more complex functional forms when there is 

convincing evidence of an improved fit. While this strategy is not without some limitations, in that a 

different transformation other than loge(x)might provide a more convincing model fit, it is our 

experience that this prespecified policy avoids undue complexity and the potential for overfitting 

(although we acknowledge that the potential for the latter is limited in the current model). It was not 

our experience that the logit of the probability of death was fitted more satisfactorily by the loge(age) 

than with age, so we did not progress. We did not consider an interaction of age with diagnostic group 

(which is an interesting idea) but since it was not considered a candidate in our prespecified analysis 

plan we have not revised our work to include it here. Similarly the counts were not improved by further 

transformation beyond the loge(x+1) described, but the Charlson index was improved in fit by the 

transformation loge(x+2). We agree that the section was unduly brief and have added some modest 

additional text in order to make this clearer.>  

 

2) It is not clear what was done with missing values, and just ignoring cases with missing values can 

lead to bias. The authors should detail what they did to explore patterns of missing values.  

 on M
ay 16, 2023 by guest. P

rotected by copyright.
http://bm

jopen.bm
j.com

/
B

M
J O

pen: first published as 10.1136/bm
jopen-2012-002018 on 30 January 2013. D

ow
nloaded from

 

http://bmjopen.bmj.com/


 

 

 

 

3) The issue of reflating the overdispersion parameter is a good one. It is obvious that if there are no 

outliers then employing a trim will result in a considerable underestimation of the overdispersion 

parameter. However , it is easy to show that if we have a N(0,1) distribution, which is contaminated by 

20% of a N(3,1) distribution, then the trimmed estimate of the sd is 0.95. However it does seem 

sensible to re-inflate the estimate from a trimmed one because extremes from the null will be 

excluded. . One issue is , a priori, deciding the proportion to trim, which is fairly arbitrary. The point 

really is to identify extremes, not outliers (Jones and Spiegelhalter 2011 ) and so an a priori decision 

might be how many extreme trusts do we want to identify?  

 

 

 

4) In table 2 why has sex got 2 degrees of freedom? Also nowhere does it state how many Trusts are 

included. In table 2 there is a parameter Trust Year. I assume that this is a dummy variable with 

values for each Trust/Year combination. Assuming 441 id=s the number of parameters , and not the 

df, and with 3 years this means 147 Trusts. Firstly, it is unusual to fit an interaction without fitting the 

main effects. Secondly, I had assumed that one could use the coefficient for the Trust in the model as 

a measure of its performance, but instead the authors use deviations from a ‘case mix adjusted 

average’. If Trust is included in the model, this leads one to wonder why they cannot predict Trust 

averages almost perfectly! This needs to be clarified.  

 

 

 

We have clearly misled the referee with our description of our comparison of each trust against the 

grand mean. By this we mean that each estimate of trust effect of interest is compared with the overall 

average effect across all trust years. We have added a further description of this conventional 

approach to parameterisation of the design matrix in the methods section. Thus trust year is only 

included in the model as a comparison with the overall mean values across all trust years included.>  

 

5) One of the principles in building the SHMI was not to include predictors which would have no effect 

of hospital ranking. This included seasonality, since all hospitals experience the same seasonal 

parameters. However, it has occurred to me that some hospitals may be more likely to treat seasonal 

diseases than others, and so, if there were an epidemic say, might have their ranking affected. I this 

could also be investigated.  

 

 

 

6) Table 3 is referred to but not discussed . They could say that it divides the expected probability of 

death into tenths, though the Hosmer Lemeshow statistic is not really appropriate with such large 

numbers.  

 

 

 

 

Reviewer: Dr Jenny Neuburger  

Lecturer in Statistics  

London School of Hygiene & Tropical Medicine  

London, UK  
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This paper aims to improve methods for rating hospital performance using hospital-wide mortality in 

two ways: firstly, by improving case-mix adjustment; and secondly, by estimating control limits directly 

from a multilevel (random effects) model, rather than using an indirectly estimated overdispersion 

factor.  

 

However, I do not think that the study design is adequate to assess whether or not the proposed 

methods are better or worse than existing methods. Also, there is not a sufficiently transparent 

description of the methods. As a result, I am not confident that the methods are appropriate.  

 

 

 

In relation to the case-mix adjustment, there is insufficient justification offered for the selection of 

case-mix factors or for the functional form in which they are included in the model. For example, day 

of the year is included as an 8-knot cubic spline. This does not make intuitive sense, and seems to 

have been modeled in this way based purely on model fit statistics. There is no discussion of whether 

and why daily variation in outcomes could bias performance comparisons between hospital trusts. It 

would be far more convincing to include dummies for weekday vs. weekend admissions, and perhaps 

a seasonal trend variable. In contrast, the Index of Multiple Deprivation (IMD) score has been 

included as an untransformed continuous variable, even though there is evidence of non-linear effects 

of deprivation of risk of mortality, and it is more usual to include quintiles of the IMD rank.  

 

 

 

 

On the method for adjusting for overdispersion, there is not a sufficiently clear explanation given of 

this method in the appendix, even for someone who is fairly familiar with the literature.  

 

 

The results state that case-mix factors included in the proposed model (eg, deprivation) are 

statistically significant predictors of mortality. They observe that hospital trust ratings based on the 

proposed method differ from ratings based on the existing SHMI method. Finally, they observe that 

there is still overdispersion (greater variability in mortality between hospital trusts than expected by 

chance).  

 

 

 

The results do not compare the proposed to the existing SHMI method in a systematic way. In 

particular, the issue of variations in coding of HES between hospital trusts, and the potential biases 

introduced by overadjustment as well as underadjustment, is not discussed. For example, a large 

fraction of patients do not have their ethnicity coded (eg, it is coded as "unknown") and this fraction 

varies between trusts. Adjustment for ethnicity, without consideration of variations in coding quality, 

could potentially introduce biases in performance comparisons.  

 

 

 

Reviewer: Andrew Hinde  

Head of Division of Social Statistics and Demography  

University of Southampton  

 

No competing interests.  

 

I could not understand the problem with the decline in reported mortality over the three years between 
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2008-2009 and 2010-2011 (p. 5, ll. 8-11). The authors say this is more than could be explained by an 

actual decline in mortality. Yet on p. 5, ll. 25-26 they say they obtained mortality data from the Office 

for National Statistics (ONS). Does this mean that the ONS's mortality data for the years 2008-2009 to 

2010-2011 show a decline which cannot be 'plausibly due to a ... difference in actual mortality rates'? 

Can the authors clarify what they mean here?  

 

 

 

Table 2 is unnecessary - all the chi-squared values are enormous as one mght expect with such a 

large data set.  

 

 

 

Table 3 is mentioned in the text, but not discussed. What are readers to make of it without doing more 

work? If this table is to be presented, then some explanation of what it means should be given. Doing 

the Hosmer and Lemeshow test is rather pointless with a sample size of millions, as the chi-squared 

statistic will be inflated by the sample size. If the test were done the null hypothesis of an acceptable 

fit would be roundly rejected using the data from Table 3. On the other hand, if a sample of 5,000 (i.e. 

500 in each stratum) had been used with the same predicted and actual probabilities of death , the 

null hypothesis would be accepted - though it would be necessary to combine categories to avoid 

small number of excpected deaths). I am not sure, therefore, what is gained by including Table 3.  

 

VERSION 2 – REVIEW 

REVIEWER Michael J Campbell  
Professor of Medical Statistics  
ScHARR, University of Sheffield, UK  
 
Conflict of interest  
The author was part of the team that developed the SHMI 

REVIEW RETURNED 26-Nov-2012 

 

THE STUDY 1) I am not sure the Appendix on extra- binomial variability is 
worthwhile. There are a number of terms unexplained (eg deviance) 
and the model is not explicitly written down. The formula for the 
variance on page 20 looks wrong – eg why is the sign for γ 
negative?  
 
 
2) The authors could have discussed whether an additive model was 
really appropriate for the overdispersion described here. 

RESULTS & CONCLUSIONS The point they are making is that QUORUM gives a better prediction 
than the SHMI, but it considerably more complex, such as using 
cubic splines for seasonality. One of the reasons for the methods 
chosen for the SHMI was that it was relatively simple and in fact 
age, sex and diagnosis can account for much of the predictive 
power, with the other factors having a relatively minor effect, The 
authors could perhaps give the c-statistic for the simpler model, and 
suggest the contribution of the different factors to the predictive 
power. This might lead to a simpler model which still has good 
predictive power. 
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VERSION 2 – AUTHOR RESPONSE 

 

Reviewer: Michael J Campbell  

Professor of Medical Statistics  

ScHARR, University of Sheffield, UK  

 

Conflict of interest  

The author was part of the team that developed the SHMI  

 

1) I am not sure the Appendix on extra- binomial variability is worthwhile. There are a number of terms 

unexplained (eg deviance) and the model is not explicitly written down. The formula for the variance 

on page 20 looks wrong – eg why is the sign for γ negative?  

 

 

- response – we have developed further the explanation of the additive random effects model, which 

we firmly believe to be appropriate in this setting as it is a direct response to the problem of 

overdispersion, and is robust to different sizes of trusts. We have also added to the discussion of the 

paper in order to make these points more clearly (see also point 2). In the Appendix, we have inserted 

a couple of extra lines of algebra for the derivation of the variance of logit(R/N), included an explicit 

definition of the ‘deviance’, and dropped the adjective ‘residual’ (which is redundant, and which we 

agree could be confusing). We hope now that this section is clearer. We do think the Appendix is 

worth including as - whilst probably not of interest to the majority - there will be some readers who will 

wish to know the details, and we are not aware of an external reference which we could quote 

instead.  

 

2) The authors could have discussed whether an additive model was really appropriate for the 

overdispersion described here.  

 

The point they are making is that QUORUM gives a better prediction than the SHMI, but it 

considerably more complex, such as using cubic splines for seasonality. One of the reasons for the 

methods chosen for the SHMI was that it was relatively simple and in fact age, sex and diagnosis can 

account for much of the predictive power, with the other factors having a relatively minor effect, The 

authors could perhaps give the c-statistic for the simpler model, and suggest the contribution of the 

different factors to the predictive power. This might lead to a simpler model which still has good 

predictive power.  

 

- Response – although superficially straight forward (including only a few explanatory variables) the 

SHMI model is made complex by its derivation through many CCS group specific models which are 

then aggregated. This approach precludes the straight forward calculation of the C statistic for that 

model. Actually our aim was to produce a model which did use reasonably sophisticated techniques in 

order to attempt to overcome the overdispersion which dogged the SHMI. However the QUORUM 

model demonstrates that substantial overdispersion at the trust level remains (in spite of our best 

efforts), so despite good prediction we do not lead to the situation where outliers can reasonably be 

determined using these approaches. Thus we do not believe it is a case for reducing the complexity of 

our model, but in fact pointing out the inadequacies of both models for the task of identifying outlier 

trusts. We have added further to the discussion to address these points, but are aware that to some 

degree, the conclusions from analyses such as that presented in our paper are in the eye of the 

beholder and we believe that different people may take different things (appropriately) from it.  

Thank you again for the opportunity to respond to the comments, and for considering our paper. 
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